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Abstract

Bayesian inference provides a principled approach for combining prior knowledge with

mathematical models and observational data. Driven in part by the advent of modern

computing technologies, Bayesian methodology is now widely used in diverse �elds, facil-

itating scienti�c analyses, applications of machine learning and arti�cial intelligence, and

even as the basis of probabilistic methods for numerical computation. The computational

cost associated with Bayesian methodology is still considered to be high, however, with

key challenges including the numerical approximation of posterior distributions (Green

et al., 2015) and experimental design (Kleinegesse & Gutmann, 2019). In many cases,

the computational cost of Bayesian inference places a practical limit on the phenomena

that can be modelled. This thesis attempts to address these challenges in three main

contributions:

Firstly, we consider the application of Bayesian methods to numerical integration,

where Bayesian cubature methods have generated interest but have been criticised for their

lack of adaptivity relative to classical cubature methods. By developing non-stationary,

adaptive approaches to Bayesian cubature, together with appropriate computational method-

ology, we demonstrate how improved cubature performance can be achieved relative to

existing Bayesian cubature approaches. The insight and methodology developed extends

beyond cubature to other numerical tasks, such as the solution of di�erential equations,

where adaptation is known to be crucial. We also consider directly interpreting a classical

non-probabilistic cubature method through the Bayesian lens and explore the theoretical

rami�cations.

Secondly, in an attempt to automate aspects of the previous methodology we present

GaussED, a simple probabilistic programming language coupled to a powerful experimental

design engine. Together, these components allow a user to automate sequential experi-

mental design for approximating a (possibly nonlinear) quantity of interest in Gaussian

processes models. With a few lines of code, a user can quickly emulate a computer model,

perform Bayesian cubature, solve linear partial di�erential equations, perform tomographic

reconstruction from integral data and perform Bayesian optimisation with gradient data,

all with sequential adaptation automatically built-in. This is achieved by formulating ex-

perimental design in a decision theoretic framework where, instead of specifying a bespoke

acquisition function, the user speci�es a loss function relevant to their quantity of interest.

Finally, we explore methods of extending the aforementioned methodology to the non-

Gaussian and, consequently, the non-conjugate case. The methods we explore are a vari-

ation of a modern approach to variational inference, called measure transport. Measure

transport underpins several recent algorithms for posterior approximation in the Bayesian



context, wherein a transport map is sought to minimise the Kullback{Leibler divergence

(KLD) from the posterior to the approximation. In this part, we propose to minimise

a kernel Stein discrepancy (KSD) instead. The consistency of the associated posterior

approximation is established and empirical results suggest that KSD is competitive and

more 
exible alternative to KLD for measure transport.
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Chapter 1

Introduction and Background

In this chapter, we introduce the necessary background material to understand and contex-

tualise the novel contributions of this thesis. In Section 1.1, we introduce the fundamentals

of Bayesian inference and the essentials of Bayesian experimental design. In Section 1.2,

we introduce Gaussian processes and present a discussion on a few of their relevant prop-

erties. Finally, in Section 1.3, we present the novel contributions of the thesis and describe

the structure of the remainder of the thesis.

1.1 Bayesian Inference and Experimental Design

1.1.1 Bayesian Inference

We begin by introducing the primary apparatus that this thesis is based upon, Bayesian

inference. In what follows, we assume the existence of an underlying probability space

(
 ; � ; P) on which all random variables are de�ned.

Let (X ; � X ) and (Y; � Y ) denote measurable spaces and letX : 
 ! X and Y : 
 !

Y be measurable with joint distribution ( X; Y ) � � X;Y and denote1 � X := X # P and

� Y := Y# P the corresponding marginal distributions, or laws, of X and Y . We use the

standard abuse of notation and write P(X 2 A) = � X (A) = P(f ! 2 
 j X (! ) 2 Ag)

for each measurableA 2 � X . Whenever P(Y 2 B ) > 0 for any B 2 � Y , we de�ne the

conditional probability

P(X 2 A j Y 2 B ) =
P((X; Y ) 2 A � B )

P(Y 2 B )
;

1The pushforward f # P of a distribution P on 
 through some measurable function f : 
 ! X is de�ned
as f # P(A) := P(f ! 2 
 j f (! ) 2 Ag for any measurable A 2 � X .

1



Chapter 1. Introduction and Background

for each A 2 � X . Through simple manipulations we arrive at Bayes theorem

P(X 2 A j Y 2 B ) =
P(Y 2 B j X 2 A)P(X 2 A)

P(Y 2 B )
;

which now holds wheneverP(Y 2 B ) > 0 and P(X 2 A) > 0. In this form, Bayes theorem

is just an identity , holding for any events A and B for which the relevant quantities are

de�ned. It is in its practical application where the narrative about prior beliefs and belief

updating become relevant. Thus, let us consider (�; � � ) as a measurableparameter space

and suppose (X ; � X ) denotes a space of possible observations of a random process which

depends implicitly on some unknown parameter� 2 �. Considering � : 
 ! � as a

random variable such that � � � � , where � � represents an agent'sa priori belief of the

true parameter � 2 �, we can utilise Bayes theorem as a mechanism of updating the

agent's belief upon observation thatX 2 B . We have

P(� 2 A j X 2 B ) =
P(X 2 B j � 2 A)P(� 2 A)

P(X 2 B )
:

Assuming that the laws of X and � admit densities, the extension of Bayes theorem to

density functions can be derived (Schervish, 1995) and takes the similar form

p� jX (� jx) =
pX j� (xj� )p� (� )

pX (x)
;

where pX jY (�jy) denotes the conditional density function of X j Y = y and pX denotes the

density function of X .

1.1.2 Statistical Decision Theory

Originally formulated in Wald (1949), statistical decision theory attempts to frame sta-

tistical inference as a formal decision problem. Statistical decision theory is distinguished

from standard decision theory (Von Neumann & Morgenstern, 1944) due to the use of an

observation X , with which we are able to make inferences about the true state� 2 �.

The framework of statistical decision theory, from now on referred to simply as adecision

problem, consists of the following ingredients:

1. A state space� where each � 2 � denotes an unknown state of nature that a�ects

the outcome of a decision.

2. An action set A , consisting of actions a 2 A .

3. An observation spaceX , upon which a random variable X : 
 ! X is de�ned. We

de�ne the likelihood as X j � = � 0 � � X j� = � 0 .

2



Chapter 1. Introduction and Background

4. A loss function L : � �A ! R which is an expression of the error incurred by taking

an action a 2 A when � 2 � is the true state of nature. We further require that, for

each� 2 �, L (�; �) attains its minimum over A .

The decision problem is then to optimally pick some actiona 2 A . The key component

here is the loss functionL . The loss function is the tool by which we base our decisions

upon, where, generally speaking, we wish to pick an optimala 2 A that minimises the

loss function. Due to the unknown state of nature � 2 �, which can in
uence both the

associated loss and and the observation, there are di�erent approaches to picking the

optimal action. In the following, we will discuss the Bayesian approach to solving decision

problems with a view to the following section Section 1.1.3 on Bayesian experimental

design.

The extensive form of the Bayesian approach to decision problems utilises theposte-

rior expected loss, which relies upon the expected utility principle (Lindley, 1972). The

expected loss under a distribution � � de�ned on the state space � is the quantity

E� � � � [L (�; a )] =
Z

�
L(�; a ) d� � (� ):

If we consider � � as a prior distribution in the context of Bayesian inference, this quantity

is referred to as the prior expected loss. Similarly, letting � � jX = x denote the posterior

distribution of the random variable � j X = x upon the observation that X = x, the

posterior expected lossis then the quantity

E� [L (�; a ) j X = x] =
Z

�
L(�; a ) d� � jX = x (� ):

A natural solution to the decision problem would then be to pick an action a for which

the above quantity is minimised. Such an act

a� 2 arg min
a2A

E� [L (�; a ) j X = x] ;

is called aBayes act. Implicitly, note that in the extensive form of the Bayesian approach,

a decision maker is required to �rst observeX = x and then proceeds to take an optimal

action. In practice, however, the decision maker may be able to in
uence the observations

made through the picking of an experiment. It is natural to also desire that this picking

of an experiment is optimal, relative to the decision problem. This problem is known

as experimental designand in the following section we extend the current framework to

Bayesian experimental design.

3



Chapter 1. Introduction and Background

1.1.3 Bayesian Experimental Design

Following from our discussion at the end of Section 1.1.2, we extend our framework by

introducing dependence of the distribution of the observationX upon an experiment. Let

E denote the set of experiments under consideration and denotee 2 E a given experiment.

We will also refer to the set of experimentsE as the design set. The associated distribu-

tional dependencies on somee 2 E will be denoted as � e
X for the marginal distribution of

X and � e
� jX = x for the posterior. Upon choosing an experimente 2 E and after observation

of X = x, the minimal posterior expected loss takes the familiar form

min
a2A

Z

�
L(�; a ) d� e

� jX = x (� ):

Prior to experimentation, however, we are yet to make the observationX = x and so, for

a given experiment e 2 E, the pre-posterior expected loss of the best decision takes the

form Z

X
min
a2A

Z

�
L(�; a ) d� e

� jX = x (� ) d� e
X (x):

Here, we have now averaged over the as of yet unobservedX . The optimal experiment,

then, is to pick an e� 2 E which minimises this quantity. That is,

e� 2 arg min
e2E

Z

X
min
a2A

Z

�
L(�; a ) d� e

� jX = x (� ) d� e
X (x):

One can consider a further extension to experimental design, termedsequential exper-

imental design (SED), where the decision maker is allowed to undertake multiple exper-

iments in sequence. Sequential Bayesian experimental design, without a stopping rule,

proceeds by iterating the minimisation procedure of Bayesian experimental design. That

is, at step n of the sequential experimentation, denotingX n = xn the observations ob-

served up to stepn and X as the, as of yet, unobserved subsequent observation, we set

� � jX n = xn as our prior and pick the subsequent experimente� 2 E such that

e� 2 arg min
e2E

Z

X
min
a2A

Z

�
L(�; a ) d� e

� jX n = xn ;X = x (� ) d� e
X jX n = xn (x):

A more general form of SED, which we termgeneralisedBayesian SED, picks a subsequent

observation e� 2 E such that2 an acquisition function is maximised:

e� 2 arg max
e2E

A(e; � e
X ; xn );

2To avoid pathological cases, the existence of a (not necessarily unique) maximum is always assumed.

4



Chapter 1. Introduction and Background

where A is an acquisition function of the form

A(e; � e
X ; xn ) =

Z

X
U(xn ; x) d� e

X jX n = xn (x); (1.1)

wher U : Rn � R ! R is a utility function that is dependent on the posterior � e
� jX n = xn ;X = x

(Ryan et al., 2016). The role of the acquisition function A is to control the exploration-

exploitation trade-o�, but the computational convenience of computing (1.1) is also im-

portant. Note that Bayesian SED is a special case of generalised Bayesian SED with utility

function

U(xn ; x) = � min
a2A

Z

�
L(�; a ) d� e

� jX n = xn ;X = x :

Another popular choice for U is the information gain (Lindley, 1956)

U(xn ; x) = KL(� e
� jX n = xn ;X = x k � � jX n = xn ); (1.2)

where KL denotes the Kullback{Leibler divergence. The information gain quanti�es the

utility of the experiment e as the extent to which the observation ofX changesa poste-

riori belief; for related approaches and discussion see the recent survey in Kleinegesse &

Gutmann (2021).

SED forms a cornerstone in the methodologies developed in both Chapter 2 and Chap-

ter 3. In these chapters, the problems we consider involve a latent functionf 2 F , com-

putations with which are typically associated with a high computational cost, and the

task is to approximate a (possibly nonlinear) quantity of interest q(f) using sequential ex-

perimental design (SED). The commonly encountered context of a limited computational

budget motivates the careful selection of informative experimentse1; : : : ; en . SED is often

preferred3 over a priori experimental design, since it allows data which have already been

observed to inform the design of the next experimenten+1 . In Chapter 2, we are only

interested in the quantity of interest q(f) =
R

f d� . In Chapter 3, we consider more general

quantities of interest such as the emulation of computer models, Bayesian optimisation,

and probabilistic numerical approximation of the solution of di�erential equations. There-

fore, in what remains of this section, we consider the specialisation of SED to this setting.

Both Chapter 2 and Chapter 3 consider the case where the unknown state of nature� is

an element of a function space and experiments correspond to continuous linear functionals

on this function space. To this end, in the following we write the unknown state of nature

� = f and the state space � = F , where F is a normed vector space of real-valued

functions de�ned on some domainX � Rd. We consider a random variablef : 
 ! F

which serves as a statistical model for the latentf , and encodesa priori knowledge, such

3Sequential design is known to be near-optimal under adaptive submodularity (Golovin & Krause, 2011).

5



Chapter 1. Introduction and Background

as the smoothness off . The distribution or law of f is denoted Pf := f # P such that

Pf (B ) = P(f � 1(B )).

The experiments e are represented as continuous linear functionals� : F ! R and

may, for example, include pointwise evaluation� (f) = f(x) of the latent function f at a

speci�ed location x 2 X , pointwise evaluation of a gradient, or evaluation of an integral,

such as a Fourier transform. We will denote the design setE in the sequel asD � F 0,

where F 0 is the topological dual space ofF , containing the continuous linear functionals

on F . Of course, the design setD will depend on the problem at hand, and contains only

the experiments that can actually be performed.

Upon picking an experiment to perform � 2 D , we obtain data of the form � (f) which

is considered a realisation of the real-valued random variable� (f ). The distribution of

the posterior f j � (f ) = � (f ) is denoted Pf (�j � ). Similarly, a vector of functionals � =

(� 1; : : : ; � m ), considered as a mapF ! Rm , the distribution of the posterior f j � (f ) =

� n (f ) is similarly denoted Pf (�j � ). Formally, when it exists, Pf (�j � (f )) is de�ned as an

element of a � -disintegration of Pf ; we suppress further discussion in the main text but

refer the reader to Section A.2.1 for full mathematical detail. We now consider generalised

Bayesian SED with this setup:

Suppose that at stepn of sequential experimentation, denoting� n (f ) = � n (f ) the vec-

tor of observations observed up to stepn and � (f ) as the, as of yet unobserved subsequent

observation, we pick our subsequent experiment� � 2 D such that

� � 2 arg max
� 2D

A(� ; � # Pf ; � n (f )) ;

where A is an acquisition function of the form

A(� ; � # Pf ; � n (f )) =
Z

U(� n (f ); x) d� # Pf (xj� n ):

Note that this de�nition coincides with (1.1), with � e
X jX n = xn = � # Pf (�j � n ) and xn = � n (f ).

However, this particular setting of SED allows for a notational simpli�cation. By a change

of variables (Cohn, 2013, Proposition 2.6.8), the acquisition function can be equivalently

written as

A(� ; � # Pf ; � n (f ) =
Z

U(� n (f ); � (f)) d Pf (f j� n ):

Thus, we will instead adopt the convention of denoting the acquisition function asA(� ; Pf ; � n ).

Since we are primarily interested in an associated (possibly nonlinear) quantity of

interest q(f) of the latent function f, we would ideally ensure that the acquisition function

A takes into account q. For example, in Bayesian optimisation, the quantity of interest

takes the form q(f) = max x2X f (x), and various bespoke acquisition functions have been

developed for this speci�c application (Wilson et al., 2018). In Chapter 2, we utilise
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Chapter 1. Introduction and Background

an acquisition function that takes into account the quantity of interest q(f) =
R

X f d� .

In Chapter 3, we develop methodology that allows for a general form of an acquisition

function that takes into account any quantity of interest q.

Note that our presentation above allowed for general priorsf . However, primarily due

to its favourable properties, f is usually assumed to be a Gaussian process.

1.2 Gaussian Processes

Gaussian processes underpin many modern approaches to regression and classi�cation.

In brief, a Gaussian process can be considered as a random function with the additional

bene�t of conjugacy, where one can condition on linear information, such as evaluations,

and obtain a Gaussian process posterior. Furthermore, a practitioner can encode prior

information when specifying a Gaussian process, such as sample path di�erentiability and

periodicity. In the following section, we introduce Gaussian processes and discuss a few of

their important properties relevant to the topics within this thesis.

1.2.1 De�nitions and Basic Properties

Following from the previous section we let (
 ; � ; P) denote the underlying probability

space. A collection of real valued random variablesf f xgx2X , indexed by a connected set

X � Rd, is de�ned to be a Gaussian processif and only if the joint variable ( f x1 ; : : : ; f xN )

is Gaussian for all (x1; : : : ; xN ) 2 X N and N 2 N. By the Kolmogorov extension theorem

(Tao, 2011), the resulting process exists. From now on, we will follow standard stochastic

process notation and rewrite the elements of the process, through currying, asf (x; �) :=

f x (�) or even f (x)( �) := f x (�). Due to the properties of the �nite-dimensional Gaussian and

the Kolmogorov extension theorem, a Gaussian process can be completely parameterised

by the speci�cation of a mean function m : X ! R, de�ned as m(x) := E[f (x)], and a

covariance function k : X � X ! R, de�ned as k(x; y) := C[f (x); f (y)], where C(X; Y )

denotes the covariance between random variablesX and Y , and we write f � GP (m; k).

Note that, for k to be a valid covariance function, we requirek to be symmetric and

positive de�nite 4.

In general, Gaussian processes are conjugate underlinear information , see Section A.2.2

for more details. In typical regression applications, however, we condition on evaluations of

f . Suppose thatf � GP (m; k) and we observef (x1) = f(x1); : : : ; f (xn ) = f(xn ), for some

latent function f and eachx i 2 X . Denoting Dn = f (x i ; f (x i ))gn
i =1 as the collection of eval-

uations, then, under mild technical conditions (see Section A.2.2), the posterior process

4Recall that a symmetric function F : X � X ! R is de�ned to be positive de�nite if and only if the
corresponding matrices (F (x i ; x j )) ij are positive de�nite for all �nite subsets f x i gi 2 I � X .

7



Chapter 1. Introduction and Background

f j Dn � GP (mDn ; kDn ) is again a Gaussian process with posterior mean and covariance

mDn (x) = m(x) + ( f(x1); : : : ; f (xn ))K � 1
XX K X (x); (1.3)

kDn (x; y) = k(x; y) � K X (x)> K � 1
XX K X (y); (1.4)

where [K XX ]ij = k(x i ; x j ) and [K X (x)] i = k(x i ; x).

An alternative view of a Gaussian processf � GP (m; k) is to consider it as a random

variable over a vector space of functions. This is achieved by considering the measurable

map f , de�ned as ! 7! f (�)( ! ), as a random variable which takes values in an appropriate

function space. By the Kolmogorov extension theorem (Tao, 2011), an appropriate func-

tion space is the space of all functionsRX with the associated cylindrical � -algebra. It

follows again that the speci�cation of the �nite dimensional Gaussian probability distri-

butions induces a corresponding lawf # P on RX . Such a measuref # P on RX is called a

Gaussian measureand f is called aGaussian random variable. However, it is often the case

that the Gaussian process concentrates on subspaces ofRX . For instance, if the process

is sample bounded and uniformly continuous, then an appropriate function space would

be Cu(X ), the space of bounded and uniformly continuous functions overX . The space

Cu(X ) forms a Banach space when equipped with the supremum norm (Gin�e & Nickl,

2015). In the case whenX is compact, the cylindrical � -algebra coincides with the Borel

� -algebra onCu(X ) and thus the induced Gaussian measure onCu(X ) is a Borel measure.

To generally avoid such technicalities and for the purposes of our discussion, however, we

will simply denote the appropriate function space of a Gaussian processf � GP (m; k) as

F , which is assumed to be at least minimally a separable Hilbert space with continuous

evaluation functionals. That is, we require the evaluation functionals, denoted� x : F ! R

and de�ned as � x (f ) := f (x), to be continuous.

The Gaussian process, as viewed as a collection of random variables indexed byX , can

then be recovered from our new setup as the set ofR-valued random variables

f � x f j x 2 X g = f f (x) j x 2 X g:

More generally, the random variable �f is Gaussian whenever� : F ! R is a continuous

linear functional.

The advantage of this function space interpretation of a Gaussian process is demon-

strated in the following propositions. In the following, G is a separable Hilbert space with

continuous evaluation functionals:

Proposition 1.1 (Closure under bounded linear operators (Bogachev, 1998, Lemma

2.2.2.)). Let � be a Gaussian measure onF . For any bounded linear operatorT : F ! G ,

the pushforwardT# � is a Gaussian measure onG.

8



Chapter 1. Introduction and Background

Proof. Let � : G ! R be a continuous linear functional. Then, since the composition of two

continuous linear operators is continuous and sinceT is bounded and so continuous, the

functional � � T : F ! R is continuous. Therefore, the pushforward5 (� � T)# � = � # (T# � )

is a Gaussian measure onR.

This implies that, for a Gaussian processf � GP (m; k) and a bounded linear operator

T, we can compute the corresponding Gaussian random variableT f by computing corre-

sponding operations on the mean functionm and covariance functionk. For an operator T

and a bivariate function k(�; �), denote Tk(�; �) to be the action of T on the �rst argument

of k, and denote �Tk(�; �) to be the action of T on the second argument ofk.

Proposition 1.2 ((Da Prato, 2006, Proposition 1.18)). Let f � GP (m; k) and let T :

F ! G be linear and continuous, thenT f is a Gaussian random variable with expectation

and covariance

E[T f ] = TE[f ] = Tm(�);

C[T f (�); T f (�)] = T �TC(f (�); f (�)) = T �Tk(�; �):

1.2.2 Stationary and Non-Stationary Processes

Gaussian processes can be categorised as eitherstationary or non-stationary 6. Roughly

speaking, a stationary Gaussian process is a process whose statistical properties are in-

variant under translation.

De�nition 1.1 (Stationary process). A Gaussian processf � GP (m; k) de�ned on Rd is

stationary if, for any f x i gn
i =1 � Rd and h 2 Rd, we have

(f (x1); : : : ; f (xn )) d= ( f (x1 + h); : : : ; f (xn + h)) ;

where d= is equality in distribution. A Gaussian process is non-stationary if it isn't sta-

tionary.

We begin with discussing stationary Gaussian processes.

Stationary Gaussian processes

One can easily check that, due to the properties of the �nite-dimensional Gaussian, that

f � GP (m; k) is stationary if and only if m(x) = m(x + h) and k(x; y) = k(x + h; y + h)
5This follows from the de�nition of a pushforward measure and properties of the preimage: for a

measurable setA we have (� � T )# � (A) = � (( � � T ) � 1(A)) = � (T � 1(� � 1(A))) = � # (T# � ).
6More generally, a stochastic process can either bestrongly stationary or weakly stationary. The former

means that all the �nite dimensional evaluation distributions of the process are invariant under translations
and the latter means that the �rst two moments, the mean and covariance, of the process are invariant
under translations. However, in the Gaussian case, these notions are equivalent.
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Chapter 1. Introduction and Background

for all x; y; h 2 Rd. Note that k(x; y) = k(x + h; y + h) holds when h = � y and so

k(x; y) = k(x � y; 0). Thus, the covariance function of a stationary Gaussian process is a

function of x � y only and we write k(x; y) = k(x � y). Any covariance function k that

can be written in the form k(x; y) = k(x � y) is therefore called astationary covariance

function.

A critical result, that characterises all bounded and continuous stationary covariance

functions, is known asBochner's theorem (Rudin, 1990).

Theorem 1.1 (Bochner's theorem). A stationary covariance function k : Rd ! R can be

written as the inverse Fourier transform of a �nite positive measure � such that k(0) =

� (Rd). That is

k(r ) =
1

(2� )d

Z
exp (ih!; r i ) d� (! ):

The measure� is called the spectral measureof k and the density of � , if it exists, is

called the spectral density s(! ) of k.

A prime use of Bochner's theorem is to use the corresponding spectral measure of some

f � GP (0; k) to ascertain properties of f . For instance, the sample path properties off ,

such as the existence of weak derivatives of a given order, are related to the tail properties

of the spectral measure ofk (Scheuerer, 2010). In the case where the spectral densitys(! )

of a stationary covariance function k exists, k and s exist as Fourier duals. This result is

known as the Wiener{Khintchine theorem (Khintchine, 1934).

Theorem 1.2 (Wiener{Khintchine theorem) . Suppose that the spectral densitys : Rd ! R

of a stationary covariance function k : Rd ! R exists, then

k(r ) =
1

(2� )d

Z
s(! ) exp (ih!; r i ) d!;

s(! ) =
Z

k(r ) exp (� ih!; r i ) dr:

Both Bochner's theorem and the Wiener-Khintchine theorem provide us tools to specify

new covariance functions: by �rst specifying a probability density function that acts as a

spectral density and computing its inverse Fourier transform. Many widely used stationary

covariance functions can be derived from well known standard distributions using this

approach, see Table 1.1 for a brief list. The results in Table 1.1 can be obtained by

computing the Fourier transform of functions with known closed-form Fourier transforms,

see (Kammler, 2001, Appendix 2) and Oberhettinger (1973).
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Spectral measure Covariance function

Gaussian distribution: Gaussian kernel:

� = 2 �� N (0; 1=`2) k(r ) = � exp
�

� r 2

2`2

�

Generalised Student-t distribution: Mat�ern kernel:

� = 2 �� t2� (0; 1=`2) k(r ) = � 21� �

�( � )

� p
2� r

`

� �
K �

� p
2� r

`

�

Cauchy distribution: Exponential kernel:

� = 2 �� Cauchy(0; 1=`2) k(r ) = � exp(�j r=` j)

Laplace distribution: Inverse quadratic kernel:

� = 2 �� Laplace(0; 1=`2) k(r ) = �
�

1 + r 2

`2

� � 1

Re
ected Gamma distribution: Inverse multiquadric kernel:

� = 2 �� RefGamma(�; 1=`2) k(r ) = �
�

1 + r 2

`2

� � �

Uniform distribution: Trigonometric kernel:

� = 2 �� U(� 1=`; 1=`) k(r ) = � sin(r=` )
r=`

Table 1.1: Spectral measures and their corresponding covariance functions onR. Here, N (�; � 2)
denotes the Gaussian distribution with mean� and variance � 2; t � (�; � 2) denotes the generalised
Student-t distribution 5 with degrees of freedom� , location parameter � and scale parameter� 2

and K � denotes the modi�ed Bessel function of the second kind; Cauchy(�; � 2) denotes the Cauchy
distribution with location parameter � and scale parameter� 2; Laplace(�; � 2) denotes the Laplace
distribution with mean parameter � and scale parameter� 2; RefGamma(�; � ) denotes the re
ected
Gamma distribution 6 with shape parameter� and scale parameter� ; U(a; b) denotes the continuous
uniform distribution supported on [ a; b].

This approach also forms the basis of some modern Gaussian process methodology,

where the general approach is tolearn the covariance function through the speci�cation of

its spectral density. This is usually achieved by parameterising the spectral density such

that its inverse Fourier transform is available in closed form and �tting the parameters

using some objective, such as maximum likelihood estimation. For instance, in Wilson &

Adams (2013) they used a mixture of Gaussian distributions as their parameterisation of

the spectral density. Alternatively, these theorems have also been used to construct sparse

Gaussian process models. An instance of such a sparse Gaussian process model forms

5SupposeT � t � , then X = � + � 2T is distributed according to the generalised Student-t distribution
t � (�; � 2).

6Suppose that X � Gamma(�; � ) and Y � Gamma(�; � ) are independent random variables, where
Gamma(�; � ) denotes the Gamma distribution with shape parameter � and scale parameter� , then X � Y
is distributed according to the re
ected Gamma distribution RefGamma( �; � ). Note that, since the Laplace
distribution is constructed by \re
ecting" an exponential distribution and since the exponential distribution
is a special case of the Gamma distribution, the re
ected Gamma distribution generalises the Laplace
distribution. This is re
ected in the formulae of their corresponding covariance functions, since the inverse
multiquadric kernel generalises the inverse quadratic kernel.
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the foundation of the probabilistic programming languageGaussEDin Chapter 3 and, due

to this consideration, we will now discuss the general approach of creating such models.

Firstly, the key insight is that we don't need to compute the inverse Fourier transform

of a probability density function exactly in order to get a valid covariance function. It

is su�cient to approximate the inverse Fourier transform by, for instance, the use of

some cubature method. This can justi�ed by observing that Bochner's theorem still holds

when � is the corresponding (�nite) measure of a given cubature rule. Concretely, let

Qn (exp(ih!; r i )) =
P n

j =1 wj exp(ih! j ; r i ) be a cubature rule, then

(2� )dk(r ) �
nX

j =1

wj exp(ih! j ; r i ) =
Z

exp(ih!; r i ) d� (! );

where � =
P n

j =1 wj � ! j and � x denotes the Dirac measure de�ned as

� x (A) =

8
<

:
0; x =2 A;

1; x 2 A:

for any measurable setA. The basic approach of numerous methodologies is to posit

di�erent cubature rules for the approximation of k. A natural �rst choice would be to

use Monte-Carlo integration (Robert & Casella, 2004) and this was indeed the approach

of Rahimi & Recht (2008), who, to our knowledge, developed the �rst methodology along

these lines. Further developments include the sparse spectrum Gaussian process method-

ology of L�azaro-Gredilla et al. (2010), where the cubature nodes! j are now optimised

through maximum-likelihood estimation, and the variational Fourier feature method of

Hensmanet al. (2018).

The covariance functions in Table 1.1 all have the free hyperparameters� > 0, called

the amplitude, and ` > 0, called the lengthscale. The amplitude � is the variance term,

since it corresponds to the valuek(0) for each of the covariance functions, and thus de-

termines the average squared distance away from the mean. The lengthscale` determines

the correlation decay as the distancer increases. In practice, these hyperparameters are

typically �t to data using standard approaches such as maximum likelihood estimation,

Bayesian inference or cross-validation. In the non-stationary approach, which we dis-

cuss next, there are typically many more hyperparameters that determine the covariance

function.

Non-stationary Gaussian processes

Now that we have su�ciently discussed the relevant properties of stationary Gaussian

processes, we will now proceed to discussnon-stationary Gaussian processes. More gen-

12
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erally, however, a non-stationary Gaussian process is usually constructed by modifying a

stationary Gaussian process. We discuss a few relevant approaches now:

Process convolution: A broad class of covariance functions can be constructed from

the process convolutionapproach. The general approach is to consider the transformation

of a Gaussian processf � GP (m; k) under the following integral transform 9

~f (x) =
Z

~k(u; x)f (u) du;

where ~k is another covariance function. When~k is stationary, the resulting integral trans-

form can be written as a convolution. By Proposition 1.2, the resulting transformed

process ~f , is again a Gaussian process with covariance function

C[f (x); f (y)] =
Z Z

~k(u; x)~k(v; y)k(u; v) du dv:

The case whenf is a mean-zero, constant variance, white noise process, was considered

in Mat�ern (1986), who derived a wide class of stationary processes using this approach.

Higdon et al. (1999) extended this approach to consider the following transform

~f (x) =
Z

~kx (u)f (u) du;

where now the function ~kx (u) is a spatially evolving radial basis function. That is, for

each x location, we obtain a corresponding radial basis function~kx (�). It can be shown

that this transformation is again continuous and, again by Proposition 1.2, the resulting

covariance function is obtained as

C[f (x); f (y)] =
Z Z

~kx (u)~ky(v)k(u; v) du dv:

The case whenf is a mean-zero, constant variance, white noise process, allows for consid-

erable simpli�cation:

C[f (x); f (y)] =
Z

~kx (s)~ky(s) ds:

In the case where~kx (�) is a Gaussian radial basis function, centered atx, the above integral

can be computed in closed form. This approach to inducing non-stationarity was fully

generalised in Paciorek (2003), who extended this approach to more general radial-basis

functions.
9Formally speaking, this is the Hilbert-Schmidt integral operator of ~k applied to f , refer to Cucker &

Zhou (2007).
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Spatial deformation: Let f � GP (0; k) be a centered stationary Gaussian process

de�ned over a domain X and supposeg : X ! X is a di�eomorphism10. Consider the

spatial deformation transformation

Tgf (�) = f (g(�)) :

This transformation is linear and, under mild technical conditions on g and k, is contin-

uous. Thus, by Proposition 1.2, the resulting random processTgf � GP (0; k(g(�); g(�))).

A practicable method, then, is to �rst pick a stationary covariance function and parame-

terise a di�eomorphism g(�). We can then treat the parameters of the di�eomorphism as

hyperparameters of the Gaussian process and perform standard inference procedures to

�t them, such as maximum likelihood or cross-validation.

There are a huge array of approaches to parameterise a di�eomorphismg. For instance,

a standard approach in one-dimension is to modelg as a monotonic function, which we

could take, for instance, as a cumulative density function (Snoeket al., 2014). Other

approaches include thin plate splines (Sampson & Guttorp, 1992) and normalising 
ows

(Papamakarios et al., 2019).

Partition models: A simple method of creating a non-stationary process is to partition

the domain of interest and place independent stationary Gaussian process on each of the

elements of the partition. Locally, over each subdomain, the process is stationary, but

globally, the process is non-stationary.

There have been a number of approaches of parameterising the partition. For instance,

in Gramacy & Lee (2008), the partition was parameterised by a binary tree and, in Kim

et al. (2005), the partition was parameterised by a Voronoi tessellation11 (Aurenhammer

et al., 2013) of the input domain.

A potential issue in this methodology is that the natural approach of constructing a

partition model implies the resulting global Gaussian process may be discontinuous and

non-di�erentiable over the boundary of the partition. This problem was partially reme-

died in Yves-Laurent & Roberts (2016), who, by essentially conditioning on both the

�rst derivatives and evaluations of the overlapping Gaussian processes to agree on the

boundaries of the partition, enforced global continuity and �rst-order continuous di�eren-

tiability.

10 A di�eomorphism g : X ! Y is a bijective di�erentiable function such that g� 1 is also di�erentiable.
11 Let ( X ; d) be a metric space and let f x1 ; : : : ; x k g � X be a set ofk points in X . The Voronoi cell, R i ,

corresponding to the point x i 2 X is the set R i = f x 2 X j d(x; x i ) � d(x; x j ) for all j 6= ig. The collection
R1 ; : : : ; Rk is a Voronoi tessellation of X .

14



Chapter 1. Introduction and Background

1.3 Thesis Contributions

The thesis is outlined as follows:

ˆ Chapter 2 is concerned with a method of Bayesian cubature. Bayesian cubature is a

prototypical instance of a probabilistic numerical method and is a popular inferential

perspective on the cubature of expensive integrands, wherein the integrand is emu-

lated using a stochastic process model. Several approaches have been put forward

to encode sequential adaptation (i.e. dependence on previous integrand evaluations)

into this framework. However, these proposals have been limited to either estimating

the parameters of a stationary covariance model or focusing computational resources

on regions where large values are taken by the integrand. In contrast, many clas-

sical adaptive cubature methods focus computational resources on spatial regions

in which local error estimates are largest. The contributions of this chapter are

three-fold: First, we present a theoretical result that suggests there does not exist

a direct Bayesian analogue of the classical adaptive trapezoidal method. Then we

put forward a novel Bayesian cubature (BC) method that has empirically similar

behaviour to the adaptive trapezoidal method. Finally we present evidence that the

novel method provides improved cubature performance, relative to standard BC, in

a detailed empirical assessment. The approach considered and advocated for in this

chapter, can be generalised to other probabilistic numerical settings such as opti-

misation and interpolation. This chapter is based on the work Fisheret al. (2020)

which was featured in the Proceedings of the Twenty Third International Conference

on Arti�cial Intelligence and Statistics.

ˆ Chapter 3 is concerned with automating probabilistic inference for general, even

possibly non-linear, inverse problems using sequential experimental design. Sequen-

tial algorithms are popular for experimental design, with applications that include

constructing emulators for computer models, performing optimisation, and even ap-

proximating the solution of di�erential equations. For most of these applications

bespoke software has been developed. The approach, however, is general and many

of the actual computations performed in such software are identical. Motivated by

the diverse problems that can in principle be solved with common code, this chapter

presentsGaussED, a simple probabilistic programming language coupled to a pow-

erful experimental design engine, which together automate sequential experimental

design for approximating a (possibly nonlinear) quantity of interest in Gaussian pro-

cesses models. This is achieved by formulating experimental design in a decision

theoretic framework where, instead of specifying a bespoke acquisition function, the

user speci�es a loss function relevant to their quantity of interest. This chapter is

based on the work Fisheret al. (2021b).
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ˆ Chapter 4 is concerned with a method of variational inference called measure trans-

port. Measure transport underpins several recent algorithms for posterior approx-

imation in the Bayesian context, where a transport map is sought to minimise the

Kullback{Leibler divergence (KLD) from the posterior to the approximation. The

KLD is a strong mode of convergence, requiring absolute continuity of measures and

placing restrictions on which transport maps can be permitted. In this chapter,

we propose to minimise a kernel Stein discrepancy (KSD) instead. This has the

advantage of only requiring that the set of transport maps is dense in anL 2 sense

and we demonstrate how this condition can be validated. The consistency of the

associated posterior approximation is established and empirical results suggest that

KSD is competitive and more 
exible alternative to KLD for measure transport.

This chapter is based on the work Fisheret al. (2021a) which was featured as an

oral presentation in the Proceedings of the Twenty Fourth International Conference

on Arti�cial Intelligence and Statistics.
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Chapter 2

Locally Adaptive Bayesian

Cubature

Bayesian cubature (BC) is a popular inferential perspective on the cubature of expensive

integrands, wherein the integrand is emulated using a stochastic process model. Several

approaches have been put forward to encode sequential adaptation (i.e. dependence on

previous integrand evaluations) into this framework. However, these proposals have been

limited to either estimating the parameters of a stationary covariance model or focusing

computational resources on regions where large values are taken by the integrand. In

contrast, many classical adaptive cubature methods are locally adaptive in the sense that

they focus computational resources on spatial regions in which local error estimates are

largest. The main contributions of this work are twofold; �rst we establish that exist-

ing BC methods do not possess local adaptivity in the sense of many classical adaptive

methods and secondly, we developed a novel BC method whose behaviour, demonstrated

empirically, is analogous to such methods. Finally we present evidence that the novel

method provides improved cubature performance, relative to standard BC, in a detailed

empirical assessment.

2.1 Introduction

In this chapter we consider the numerical approximation of the integral

I (f ) :=
Z

X
f (x) d� (x); (2.1)

of a continuous function f : X ! R with respect to a Borel reference measure� supported

on a compact setX � Rd using evaluations � i (f ) = f(x i ) of f . In particular, we consider

the case where the evaluation off is associated with a substantial computational cost. To
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control computational cost, a cubature method should attempt to control the number of

evaluations of f required to obtain a desired level of accuracy for (2.1). In particular, a

desirable attribute of a cubature method is to focus integrand evaluations on subregions of

X in which the approximation of f is most di�cult. If the user has no a priori knowledge

about the locations of such regions then the cubature algorithm must belocally adaptive

if it is to ful�ll this requirement. Furthermore, any practical cubature method should

provide an estimate of its precision, such as ana posteriori error estimate if the cubature

method is classical, or a credible interval if a probabilistic cubature method is used.

The Bayesian cubature (BC) method for approximation of (2.1) can be traced back

to Larkin (1972). Here, approximation of (2.1) is framed as an inferential task where the

integrand f carries the status of a latent variable to be inferred. A distinguishing feature

of BC, compared to classical approaches, is that the output of the method is a probability

distribution on R, simultaneously providing estimates and quanti�cation of uncertainty

regarding the value of the integral (2.1). The method �nds application in machine learn-

ing (Osborne et al., 2012), statistics (Briol et al., 2019), signal processing (Pr•uheret al.,

2018) and econometrics (Oettershagen, 2017), most typically in situations where evalua-

tion of the integrand f is associated with a substantial computational cost. In the context

of uncertainty quanti�cation, for example, it becomes natural and parsemonious to com-

bine the probabilistic output provided by BC with other probabilistic representations of

uncertainty, such as measurement error and model error.

BC is most generally expressed as an instance of sequential experimental design (SED),

introduced in Section 1.1.3, with quantity of interest q(f) = I (f). Therefore, BC can be

expressed using only two ingredients, the �rst of which is a statistical model for the latent

f which takes the form of a stochastic processf : X � 
 ! R, endowed with Bayesian

semantics ofa priori knowledge about the integrand. For instance, global properties, such

as periodicity or monotonicity, and local properties, such as continuity and di�erentiability,

may be known a priori and encoded. It is minimally required that sample paths off are

continuous and that f admits well-de�ned conditional processes, denotedf jDn , whenever

Dn = f (x i ; f (x i ))gn
i =1 speci�es n evaluations of the integrand on which the process is

conditioned. Thus, in particular, the stochastic processf can be integrated, giving rise to

a random variable

I (f ) : 
 ! R

! 7!
Z

X
f (x; ! ) d� (x):

The second ingredient is anacquisition function A. In the case of BC, the set of allowed

experiments are the evaluation functionals� (f ) = f(x) for each x 2 X . Thus, following

the notation in Section 1.1.3, at iteration n of a BC method, we may write the acquisition
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function as A(x; Pf ; fX ), where [fX ]i = f(x i ) is the vector of evaluations observed up to

step n. The subsequent evaluation determined by SED is

xn 2 arg max
x2X

A(x; Pf ; fX );

where the output xn 2 X represents the location where the integrand is next evaluated.

The conditional processf jDn can be integrated to produce a random variableI (f )jDn

on R, whose distribution is the posterior marginal distribution for the integral (2.1); this

is the output of the BC method. Note that we do not mandate a stopping rule based

on an error estimate as part of a BC method; we are motivated by problems wheref is

associated with a substantial computational cost, so that one cannot practically expect to

evaluate the integrand as many times as needed to achieve a pre-speci�ed error threshold.

Through the choice of the stochastic processf and the acquisition function A, the

behaviour of the BC method can be controlled. Here we overview existing work on BC,

in terms of the framework just set out. Attention is limited to approaches that select the

x i according to some optimality criterion, as opposed to a set or sequence ofx i being a

priori posited (for a discussion of the latter context, which has also been widely-studied,

see Briol et al., 2019; Jagadeeswaran & Hickernell, 2019). The symbolsE, V and C are

used to denote expectation, variance and covariance with respect to the underlying prior

measureP.

Non-Adaptive BC: The earliest contributions to this area, from Sul'din (1959, 1960);

Larkin (1974); Diaconis (1988) and O'Hagan (1991), considered a Gaussian stochastic

process modelf � GP (m; k) for the integrand, with mean function m(x) = E[f (x)]

and covariance function k(x; y) = C[f (x); f (y)] being a priori speci�ed (Rasmussen &

Williams, 2006a). It can be shown that V[I (f )jDn ], the posterior variance of the integral,

depends onDn only through the locations x i and not the actual valuesf(x i ) obtained. Thus

the posterior variance can be arbitrarily small whilst the actual error can be arbitrarily

large. These aforementioned authors proposed to select thex i in a manner that minimises

V[I (f )jDn ], and as such no adaptation is achieved. Indeed, in those references thef x i gn
i =1

were pre-computed to globally minimiseV[I (f )jDn ] over the product spaceX n , though

we note that sequential (greedy) alternatives have been studied in Oettershagen (2017);

Pronzato & Zhigljavsky (2018).

Globally Adaptive BC: Subsequent authors considered parametric families of station-

ary Gaussian processesf j� � GP (m� ; k� ), where k� has the form k� (x; y) = � � (kx � yk),

� � : [0; 1 ) ! R (e.g. � � (s) = � 2
1e� s2=� 2

2 ), considering the parameter � = ( � 1; � 2) as a

latent variable to also be inferred. This additional 
exibility allows V[I (f )jDn ] to depend

on f f(x i )gn
i =1 and so some form of adaptivity may be achieved when, for example, the
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negative expected variance acquisition function

A(x; Pf ; fX ) = � E[V[I (f )j ~Dn ]jDn� 1] (2.2)

is used. HereE[�jD n� 1] denotes expectation with respect tof jDn� 1 and ~Dn = Dn� 1 [

f (x; f (x))g. Thus, the subsequentxn will be selected to minimise the expectation of

V[I (f )j ~Dn ] when the random variablef (xn ) is distributed according to its marginal under

f jDn� 1. Adaptive selection of the x i in this context was studied in Osborne (2010). The

stationary (i.e. global) nature of the covariance model � � has the limitation that the

resulting set f x i gn
i =1 tends to focus equally on regions where the integrand is both well

and not well approximated. Indeed, inferences for the parameter� are principally driven

by the \most di�cult" part of the integrand, even if that region is spatially localised. Thus

any stopping rule based on the posterior variance of the integral results in unnecessary

computational e�ort devoted to regions in which the integrand can be easily approximated.

Locally Adaptive BC: The transformed stochastic process modelf (x; ! ) = T(g(x; ! )),

where T : R ! R is a pre-speci�ed transformation and g � GP (m; k), has been proposed

to encode global properties such as positivity (e.g.T(z) = z2) into the stochastic process

model. This was considered empirically in Gunteret al. (2014); Chai & Garnett (2019)

and theoretically in Kanagawa & Hennig (2019). Coupled with the acquisition function

(2.2), this construction behaves in such a way that regions in whichf(> 0) is large are

allocated more of the computational budget.1 Though appropriate in some situations (in

particular, computation of marginal likelihood), such behaviour is not universally desirable

(for instance, if f is easily approximated in the regions wheref is large then such a strategy

is likely to be ine�cient).

Despite this extensive research development, the basic notion of allocating more com-

putational resource to regions where approximation of the integrand is most di�cult has

not yet been realised in the context of a BC method. It is emphasised that adaptivity

in this sense is ubiquitous throughout classical numerical analysis; for instanceQUADPACK

(Piessens, 1983) has been a standard integration library since its inception and all but one

of its integration routines are adaptive. In addition, for su�ciently challenging integra-

tion problems it is known, both theoretically (Ritter, 2000, Chap. VII.3) and empirically

(Rabe-Hesketh et al., 2002), that local adaptation is practically essential. It is there-

fore interesting and important to ask whether local adaptivity can also be exhibited by a

suitably-designed BC method.

1The authors proposed also an indirect but more convenient alternative to (2.2), seeking instead the x
for which the variance of f (x)jD n � 1 is greatest.
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Outline: After recalling the classical adaptive trapezoidal method in Section 2.2 we

then present a theoretical result, in Section 2.3, that suggests there does not exist a direct

Bayesian analogue of this classical method. Then, in Section 2.4, we put forward two

novel BC methods that exhibit similar behaviour to the adaptive trapezoidal method.

Their performance is empirically assessed in Section 2.5.

2.2 Background

In Section 2.2.1 the classical adaptive approach to cubature is brie
y recalled, while stan-

dard background on the BC method is contained in Section 2.2.2.

2.2.1 Classical Adaptive Cubature

Classical approaches to (non-adaptive, for the moment) cubature can be categorised either

as non-constructive (e.g. Monte Carlo, quasi Monte Carlo) or constructive (e.g. Newton-

Cotes rules, Gaussian cubature). The latter are distinguished by the fact that they �rst

construct an approximation to the integrand itself, typically an interpolant, and then

exactly integrate this interpolant to obtain an approximation of (2.1). In either case, for

a linear cubature method the output is an approximation

Qn (f ) :=
nX

i =1

wi f (x i ) �
Z

X
f (x) d� (x) (2.3)

based on a set ofnodes f x i gn
i =1 � X that must be speci�ed. The point estimate Qn (f ) is

accompanied by an assessment of its error,� = jI (f ) � Qn (f )j, typically formulated as the

di�erence ~� = jQn (f ) � Qm (f )j of two cubature rules2 (though we note that more general

approaches based on extrapolation are also used; Richardson & Gaunt, 1927).

The classical notion of local adaptivity is to recursively partition the integration domain

X = [ R
r =1 X r into sub-regions X r over which local cubature rules of the form (2.3) are

applied. An estimate ~� r of the error � r of these rules is produced for each regionX r and,

if the estimated error is too big, those regions are sub-divided again until a global error

tolerance
P R

r =1 ~� r < � is satis�ed.3 Several such methods have been proposed, see Gonnet

(2012). For example, recall the trapezoidal rule onX = [ a; b] with d � (x) = d x, which has

2This can be motivated as follows: If Qn (f ) is provably better than Qm (f ), say jI (f ) � Qn (f )j �
1
2 jI (f ) � Qm (f )j, then we have � = jI (f ) � Qn (f )j � j Qn (f ) � Qm (f )j = : ~� , so ~� is a genuine error bound.

3This setting di�ers slightly to the setting in which BC is used. Indeed, for the problems on which BC
is used, f cannot in general be repeatedly evaluated until a global error tolerance is satis�ed due to its
prohibitive computational cost.
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the form,

Trap(f ; a; b; n) :=
b� a
2n

 

f(a) + f(b) + 2
n� 1X

i =1

f
�

a +
i (b� a)

n

� !

: (2.4)

The trapezoidal rule forms the basis for the classical locally adaptive trapezoidal method:

Algorithm 1 Adaptive Trapezium Method

1: procedure AdapTrap�;m;k (f ; a; b; � )

2: Q1  Trap(f ; a; b; m)

3: Q2  Trap(f ; a; b;2m)

4: ~�  j Q2 � Q1j

5: if ~� < � then

6: Î  Q2

7: else

8: � 0  ��

9: Î  
P k� 1

i =0 AdapTrap�;m;k

�
f ; a + (b� a)i

k ; a + (b� a)( i +1)
k ; � 0

�

10: return Î

The AdapTrapmethod is an adaptive trapezoidal rule where the decision to subdivide

into k uniform intervals is determined by the di�erence between the composite trapezoidal

rule on 2m intervals and the composite trapezoidal rule onm intervals. The values ~� thus

form local error estimates and we accept our trapezoidal approximation to the integral on

the subinterval only when ~� is su�ciently small. The parameter � controls how the error

tolerance � scales at each recursive step of the algorithm and has natural choice� = 1
k .

Generalisation of theAdapTrapalgorithm is straight-forward through the use of higher-

order cubature rules (e.g. Simpson's rule or Gaussian quadrature) within each step of the

procedure (Davis & Rabinowitz, 1984; Kahaner & Rechard, 1987; Berntsenet al., 1991). It

is intuitively clear that any such method will attempt to allocate computational resources

to those regions where approximation off is most di�cult. As argued in Section 2.1, this

is not a feature of any existing BC method.

2.2.2 Standard Bayesian Cubature

In this section we brie
y recall the pertinent aspects of the standard BC method.

Notation Let fX with [ fX ]i = f(x i ) contain evaluations of the integrand on the orderedn-

tuple X = ( x1; : : : ; xn ) 2 X n . For k : X � X ! R and Y = ( y1; : : : ; ym ) 2 X m , the matrix

K XY is de�ned as [K XY ]ij := k(x i ; yj ). Let also K X (y) be de�ned as [K X (y)] i := k(x i ; y)
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whenevery 2 X . The equivalent presentations of stochastic processesf : X � 
 ! R and

f (x) : 
 ! R are used, so thatf X where [f X ]i = f (x i ) is a random vector in Rn .

Recall from Section 1.2 that if f � GP (m; k), then f jDn � GP (mDn ; kDn ), where

mDn (x) = f>
X K � 1

XX K X (x); (2.5)

kDn (x; y) = k(x; y) � K X (x)> K � 1
XX K X (y): (2.6)

Since integration is a continuous linear operator, by Proposition 1.1, the output of the BC

method is the random variable I (f )jDn � N (� n ; � 2
n ), which, by Proposition 1.2, can be

read o� (2.5) and (2.6) as a univariate marginal:

� n =
Z

X
mDn (x) d� (x)

= f>
X K � 1

XX

Z

X
K X (x) d� (x); (2.7)

� 2
n =

Z

X

Z

X
kDn (x; y) d� (x)d� (y)

=
Z

X

Z

X
k(x; y) d� (x) d� (y) �

� Z

X
K X (x) d� (x)

� >

K � 1
XX

� Z

X
K X (y) d� (y)

�
:(2.8)

The posterior mean (2.7) is seen to have the same form as (2.3). It is natural to select the

designX in such a way that the posterior variance (2.8) is minimised. Since (2.8) does not

depend onf, no adaptive estimation occurs in the standard BC method and the assessment

of uncertainty provided by (2.8) is exclusively driven by the a priori speci�cation of k and

X . This behaviour is unsatisfactory, as posterior variance can be arbitrarily small whilst

the actual error can be arbitrarily large. However, this property does allow optimal designs

X to, in principle, be pre-computed (Sul'din, 1959, 1960; O'Hagan, 1991; Minka, 2000).

Strategies to ensure analytic expressions for the integrals in (2.7) and (2.8) were proposed

in Briol et al. (2019); Jagadeeswaran & Hickernell (2019). For largen, techniques have

been put forward to facilitate the e�cient inversion of the matrix K XX (Karvonen &

S•arkk•a, 2018; Karvonen et al., 2019; Jagadeeswaran & Hickernell, 2019).

Proposals that go beyond the standard BC method were outlined in Section 2.1. The

simplest route to adaptivity is to consider a parametric family of covariance functions

k� and to treat the parameter � also as a latent variable to be inferred. For example,

if k� (x; y) = � 2
1e�k x� yk2=� 2

2 with � = ( � 1; � 2), then estimation of � 1 corresponds (roughly

speaking) to estimating the amplitude of the integrand, while � 2 corresponds to a char-

acteristic lengthscale for the integrand. This form of adaptation (which may be realised

either through full Bayesian inference for � or as an empirical Bayes method) was �rst

empirically demonstrated to produce reliable uncertainty assessment in Larkin (1974).

However, the stationary form of the covariance model (i.e. the fact that two parameters
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� 1 and � 2 are required to describe the entire integrand) precludes the focussing of com-

putational resources on those regions in which approximation of the integrand is most

di�cult. 4 As a result, for integrands involving spatially-localised variation, existing BC

methods based on a stationary covariance model can be arbitrarily ine�cient in terms of

the number of evaluations of the integrand.

All existing work on the BC method, with the exception of the transformed stochastic

process models of Gunteret al. (2014); Chai & Garnett (2019); Kanagawa & Hennig (2019),

have been based upon a stationary covariance model.5 Thus, in particular, no Bayesian

analogues of classical locally adaptive methods have been proposed. In the next section

we establish a cautionary result on the di�culties in developing a Bayesian analogue of

the adaptive trapezoidal method. This serves as motivation for our novel proposal in

Section 2.4.

2.3 A Bayesian AdapTrap?

The aim of this section is to discuss and investigate how one might naively attempt to

create a direct Bayesian analogue ofAdapTrap. To this end, we recall the approach of

Diaconis (1988), who took a classical cubature rule of the form (2.3) and asked \for what

prior does (2.3) arise as the mean of the posterior marginal distribution of the integral?".6

Thus, in the context of creating an analogue ofAdapTrap, we can follow Diaconis and

seek a prior such that the mean of the posterior marginal for the integral isTrap in

(2.4). Thus, we must consider stochastic processes for which the conditional mean is the

piecewise linear interpolant (over the range ofx1; : : : ; xn ) of the data Dn on which it is

conditioned.

Let C([a; b]) denote the set of continuous real-valued functions on [a; b] and consider the

subsetF�;m;k;� � C([a; b]) of integrands f for which AdapTrap�;m;k fails to achieve its stated

error tolerance� upon termination, or for which AdapTrap�;m;k fails to terminate at all (this

set is non-empty; e.g. Clancyet al., 2014). From an inferential perspective, the decision

to employ AdapTrap�;m;k can be regarded as a belief thatf =2 F�;m;k;� . The following

result, Proposition 2.1, suggests that stochastic process models giving rise to piecewise

linear interpolants are incompatible with the use of AdapTrap�;m;k , due to assigning non-

zero probability mass to F�;m;k;� whenever � > 0. This result can be interpreted as an

average-case analysis ofAdapTrap (Ritter, 2000).

4The use of greedy sequential strategies for function approximation under a stationary covariance model
leads to designs that are essentially space-�lling (Cor. 11 of Santin et al., 2017).

5The latter exceptions propose to focus computational resources on regions in which f(> 0) is large,
which in general is not the same as focussing on regions where approximation off is most di�cult.

6Paraphrased. Conversely, Cor. 2.10 of Karvonen et al. (2018) showed that all non-adaptive cubature
rules of the form (2.3) arise as the posterior mean of some stochastic process model.
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Proposition 2.1. Fix a < b, � > 0, m 2 N and k a positive even integer. Let f �

be sampled from a centred Gaussian process onC([a; b]), whose law is denotedP� , such

that the conditional mean f � jDn is the piecewise linear interpolant (over the range of

x1; : : : ; xn ) of the data Dn on which it is conditioned. If AdapTrap terminates, denote

its error � �;m;k;� (f � ) := I (f � ) � AdapTrap�;m;k (f � ; a; b; � ), otherwise set� �;m;k;� (f � ) := 1 .

Then

P� (j� �;m;k;� j > � ) > erf(c� )
�
1 � erf(

p
3c� )

�
;

where c > 0 is a P� -dependent constant anderf(x) := 1p
�

Rx
� x e� t2

dt is the error function.

Though the probability mass assigned toF�;m;k;� can be made small, the fact that it is

non-zero for all � > 0 calls into doubt whether direct Bayesian analogues of classical adap-

tive methods can exist, in contrast to the situation for non-adaptive methods (Karvonen

et al., 2018).

The remainder of this section is dedicated to the proof of this result, where, in Sec-

tion 2.3.1 In Section 2.3.2, further average-case analysis is provided, showing that for

mis-speci�ed � the expected number of steps ofAdapTrap can be unbounded. Taken

together with Proposition 2.1, our analyses suggest that classical adaptive methods can-

not be directly replicated in BC and a di�erent strategy is needed. In Section 2.4 we

therefore put forward a novel BC method, which achieves adaptivity through a 
exible

non-stationary stochastic process model.

2.3.1 Notation and Set-Up

The set C([a; b]) can be endowed with the structure of a measurable space using the

Borel � -�eld generated from the topology induced by the supremum norm kgk1 :=

supa� x� b jg(x)j. The stochastic processes considered in this section are all Gaussian mea-

sures on the measurable spaceC([a; b]); we refer the reader to Bogachev (1998) for full

mathematical background.

Recall from Section 2.2.1 that the error of a quadrature methodQn (�) applied to a

function f � is de�ned as � = jI (f � ) � Qn (f � )j. That is, the error is de�ned as the absolute

value of the di�erence between the quadrature rule and the true integral. When it comes

to performing an average-case analysis, however, it is more natural and convenient to

consider the signed error instead. Therefore we now re-instantiate our notation as per the

statement of Proposition 2.1, namely we use the signed error� := I (f � ) � Qn (f � ) in the

sequel.

Following the discussion from the beginning of Section 2.3, we are interested in Gaus-

sian measures onC([a; b]) whose posterior mean functions are piecewise linear interpo-

lations of data Dn = f (x i ; f (x i ))gn
i =1 . Diaconis (1988) noted that the only non-trivial
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Gaussian measures with this property are based on the covariance functionk(x; y) =

� min(x; y) + 
 , where 
 > � a controls the initial starting point of the process and � > 0

is the amplitude parameter with mean function m(x) = 0. In other words, the only

processes satisfying the preconditions of Proposition 2.1 are shifted and scaled Wiener

processes. In the following we therefore consider a Gaussian processf � on C([a; b]) with

mean m(x) = 0 and covariance k(x; y) = � min(x; y) + 
 where � > 0 and 
 > � a. The

law of this process will be denotedP� and we useE� , V � and C� to denote expectation,

variance and covariance with respect toP� .

A termination of AdapTrap�;m;k (f � ; a; b; � ) can be represented as a fullk-ary tree. In

what follows let T k be the set of full k-ary trees. Full background is provided in Section A.1

but for illustration we provide an example of a full 3-ary tree:

(1; 0)

(1; 1) (2; 1) (3; 1)

(7; 2) (8; 2) (9; 2)

Figure 2.1: Example of a full 3-ary tree, with levels 0,1 and 2. Level 1 has the maximum of 3
nodes, while level 2 has 3 of a maximum of 9 nodes present.

A full k-ary tree T is characterised by its nodes, and thepth possible node at depth

q will be represented as the vector (p; q); c.f. Section A.1. The points x i at which f �

is evaluated in AdapTrap�;m;k (f � ; a; b; � ) can be represented as the nodes of a fullk-ary

tree and we denote this tree byA �;m;k;� (f � ). That is, each node (p; q) in A �;m;k;� (f � )

corresponds to a recursive step in the running ofAdapTrap�;m;k (f � ; a; b; � ), namely the

step

AdapTrap�;m;k

�
f � ; a +

(b� a)(p � 1)
kq ; a +

(b� a)p
kq ; � � q

�
: (2.9)

Formally, the full k-ary tree representation de�nes a mapA �;m;k;� : C([a; b]) ! T k and,

with C([a; b]) endowed with the measureP� , then A �;m;k;� can be considered as a random

variable on T k . Our aim in the remainder is to study the random variable A �;m;k;� and,

in doing so, we shall establish Proposition 2.1.

The notation ~� (p;q) = Q(p;q)
2 � Q(p;q)

1 will be used to denote the local error estimate

computed in the recursive step in (2.9), corresponding to node (p; q) of A �;m;k;� (f � ). By

de�nition we have that, letting X (p;q)
Q1

:= f x i gm+1
i =1 denote the set of ordered (x1 < : : : <
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xm+1 ) nodes used in the calculation ofQ(p;q)
1 and x(i )

mid := x i + x i +1
2 ,

~� (p;q) =
b� a
2mkq

mX

i =1

f � (x(i )
mid ) �

f � (x i ) + f � (x i +1 )
2

(2.10)

=
b� a
4mkq

mX

i =1

h�
f � (x(i )

mid ) � f � (x i )
�

�
�

f � (x i +1 ) � f � (x(i )
mid )

�i
:

Thus, with f � � P� , ~� (p;q) is a random variable on R. By the independent increment

property of the Wiener process, each of the random variablesf � (x(i )
mid ) � f � (x i ) and

f � (x i +1 ) � f � (x(i )
mid ) are independent. By the Gaussian increment property of the Wiener

process,f � (x(i )
mid ) � f � (x i )

d= f � (x i +1 ) � f � (x(i )
mid ) � N

�
0; � (b� a)

2mk q

�
, where d= is equality in

distribution. Thus,

~� (p;q) �
b� a
4mkq N

�
0;

� (b� a)
kq

�
= N

�
0;

� (b� a)3

(4m)2k3q

�
: (2.11)

Before addressing Proposition 2.1, we will establish results on the expected number of

steps of AdapTrap next.

2.3.2 Expected Number of Steps of AdapTrap

The �rst of these intermediate results is an elementary property of the local error random

variables ~� (p;q) . To present this, let I (p;q) be the closed interval over which ~� (p;q) is computed

and recall that X (p;q)
Q1

is the set of ordered nodes used in the computation ofQ(p;q)
1 ; for

instance, with m = 1 and a = 0 ; b = 1 the tree in Figure 2.1 has I (3;1) = [2=3; 1] and

X (3;1)
Q1

= f 2=3; 1g. Then we have the following independence result:

Lemma 2.1. Under P� , the local error estimate random variable~� (p;q) is independent of

the random variablef � (x) for all x 2 (R n I (p;q) ) [ X (p;q)
Q1

.

Proof. From joint Gaussianity of the random variables, it is su�cient to show that C�
�
~� (p;q) ; f � (x)

�
=

0 for any x 2 R n I (p;q) or x 2 X (p;q)
Q1

. In fact, since b� a > 0, from bilinearity of C� (�; �)

it is su�cient to consider C�
�
� (p;q) ; f � (x)

�
= 0 where � (p;q) := 4mk q

b� a ~� (p;q) . Note that

I (p;q) = [ �; � ] for some� < � . Consider the three cases in turn, using (2.10):

For x < � : C�
�
� (p;q) ; f (x)

�
=

mX

i =1

2C� [f � (x(i )
mid ); f � (x)] � C� [f (x i ); f (x)] � C� [f (x i +1 ); f (x)]

=
mX

i =1

2(�x + 
 ) � (�x + 
 ) � (�x + 
 ) = 0 :
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For x > � : C�
�
� (p;q) ; f (x)

�
=

mX

i =1

2C� [f � (x(i )
mid ); f � (x)] � C� [f � (x i ); f � (x)] � C� [f � (x i +1 ); f � (x)]

=
mX

i =1

[� (x i +1 + x i ) + 2 
 ] � (�x i + 
 ) � (�x i +1 + 
 ) = 0 :

For x = x j 2 X (p;q)
Q1

: C�
�
� (p;q) ; f (x)

�
=

j � 1X

i =1

C� [2f � (x(i )
mid ) � f � (x i ) � f � (x i +1 ); f � (x j )]

+
mX

i = j

C� [2f � (x(i )
mid ) � f � (x i ) � f � (x i +1 ); f � (x j )]

=
j � 1X

i =1

� (x i +1 + x i ) + 2 
 � (�x i + 
 ) � (�x i +1 + 
 )

+
mX

i = j

2(�x j + 
 ) � (�x j + 
 ) � (�x j + 
 ) = 0 :

This completes the proof.

Our next intermediate result concerns the probability of obtaining any given full k-ary

tree T as the value of the random variableA �;m;k;� (f � ):

Proposition 2.2 (Probability of A �;m;k;� = T). Let k be an even positive integer and let

T 2 T k be �nite. Denote by D, L i and Vi the height of T, the number of leaves ofT

at depth i and the number of inner nodes ofT at depth i , respectively (recall that these

de�nitions are reserved for Section A.1). Then

P� (A �;m;k;� = T) =
DY

i =0

� L i
i (1 � � i )Vi ;

where � i = Prob Z �N (0;1)

�
jZ j < 4m� (k3=2 � ) i

p
� (b� a)3

�
.

Proof. Let T 2 T k be �nite, so that we seek to compute

P� (A �;m;k;� = T) =
Z

1[f � 2 A � 1
�;m;k;� (T)] dP� (f � ):

Note that from a given full k-ary tree T we know the local error tolerance intervalsI (p;q)
� :=

[� � � q; � � q] and whether the local error estimates ~� (p;q) 2 I (p;q)
� or ~� (p;q) 62I (p;q)

� for each

node (p; q) 2 T. That is, if ( p; q) is a leaf then ~� (p;q) 2 I (p;q)
� and if (p; q) is an inner node
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then ~� (p;q) 62I (p;q)
� . De�ne

S(p;q) :=

8
<

:
I (p;q)

� ; if ( p; q) is a leaf in T ;

R n I (p;q)
� ; if ( p; q) is an inner node in T :

Further, let h(pi ; qi )i N
i =1 be the preorder traversal ofT (see De�nition A.4 in Section A.1).

For notational convenience in the following we will denote vi := ( pi ; qi ), ~� i := ~� vi and

Si := Svi . Thus, returning to our original problem, we have

P� (A �;m;k;� = T) =
Z Y

(p;q)2 T

1[~� (p;q) 2 S(p;q) ] dP� (f � )

=
Z

SN

: : :
Z

S1

p(~� 1; : : : ; ~� N ) d~� 1 : : : d~� N ;

where p(~� 1; : : : ; ~� N ) is the joint density function of ~� 1; : : : ; ~� N .

Now, motivated by the factorisation

p(~� 1; : : : ; ~� N ) =
N � 1Y

i =0

p(~� N � i j ~� N � i � 1; : : : ; ~� 1);

we make the following claim (whose proof is provided immediately after the present proof):

Claim: For i 2 f 0; : : : ; N � 1g and k an even positive integer we havep(~� N � i j ~� N � i � 1; : : : ; ~� 1) =

p(~� N � i ).

Using the claim, we have that

P� (A �;m;k;� = T) =
Z

SN

: : :
Z

S1

NY

i =1

p(~� i ) d~� 1 : : : d~� N =
NY

i =1

Z

Si

p(~� i ) d~� i :

Recalling that ni is the depth of nodevi , the integrals in the �nal product can be expressed

as
Z

Si

p(~� i ) d~� i =

8
<

:

R� � n i

� � � n i p(~� i ) d~� i ; if vi is a leaf in T;

1 �
R� � n i

� � � n i p(~� i ) d~� i ; if vi is a inner node inT:

By (2.11) we have,

Z � � n i

� � � n i

p(~� i ) d~� i =
Z L

� L
pZ (z) dz;

where p(z) is the density function of Z � N (0; 1) and L = 4m� (k3=2 � )n ip
� (b� a)3

. Letting �� i =
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ProbZ �N (0;1)

�
jZ j < 4m� (k3=2 � )n ip

� (b� a)3

�
we have,

P� (A �;m;k;� = T) =
NY

i =1

�� 1(vi 2 L (T ))
i (1 � �� i )1� 1(vi 2 L (T )) ;

where L(T) is the set of leaves inT. By noting that �� i only depends on the depthni of

each nodevi , we can rearrange this product by multiplying by depth instead of by the

preorder traversal. Thus,

P� (A �;m;k;� = T) =
DY

i =0

� L i
i (1 � � i )Vi ;

where � i = Prob Z �N (0;1)

�
jZ j < 4m� (k3=2 � ) i

p
� (b� a)3

�
, L i and Vi are the number of leaves and

inner nodes at depth i respectively andD is the height of T.

The claim used in the above proof is established as follows:

Proof of Claim. Let X i
~� be the nodes used in the computation of ~� i and let N i = f v1; : : : ; vi � 1g.

By Lemma 2.1 and bilinearity of C� (�; �), if X i
~� \ X j

~� = ; for i 6= j , then ~� i is independent

of ~� j . This immediately implies that ~� i is conditionally independent of all ~� N i nasc(vi ) given

~� asc(vi ) , where asc(vi ) are the nodes inT that are ascendants ofvi . Thus we are left to

prove that ~� i is independent of any ~� j with j 2 asc(vi ).

Let p be the parent node of vi and let d be the depth of vi . We will prove that

X i
~� \ X p

~� � X vi
Q1

and by induction and the application of Lemma 2.1 the result will be

established.

Note that X i
~� is an a�ne transformation of X p

~� = f x + i
2kd� 1m g2m

i =0 , where x is the

left-hand end point of the subinterval, of the form7 X i
~� = 1

k (X p
~� � x) + x + nk � d for some

n = 0 ; : : : ; k � 1. Furthermore, both X i
~� and X p

~� are a�ne transformations of the set

f i
2m g2m

i =0 . Thus it is enough to prove that f i
2m g2m

i =0 \ f i
2km g2m

i =0 � f i
km gm

i =0 = f 2i
2km gm

i =0 .

Let 2m = ak + b where 0� b < k. Then f ik
2km g2m

i =0 \ f i
2km g2m

i =0 = f ik
2km ga

i =0 and so, if k

is even thenf k; 2k; : : : ; akg � f 2igm
i =0 and we are �nished. By the de�nition of a preorder

traversal we have, for eachi , asc(vi ) � N i and further N i \ desc(vi ) = ; , where desc(vi ) are

the descendants ofvi . Thus we havep(~� N � i j ~� N � i � 1; : : : ; ~� 1) = p(~� N � i ) as required.

The main result in this section shows that there are settings (albeit not the standard

setting of � = k� 1) for AdapTrap for which the expected number of steps is unbounded:

Proposition 2.3 (Expected number of steps ofAdapTrap). Let a < b and let f � be drawn

at random from any centred Gaussian process onX = [ a; b] whose whose posterior mean

7Here we are using the standard notation aX + b := f ax + bj x 2 X g.
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function is the piecewise linear interpolant of the dataDn . Let E� denote expectation

with respect to this random integrand. Let N �;m;k (f � ; � ) be the total number of integrand

evaluations incurred in the running of AdapTrap�;m;k (f � ; a; b; � ). Then for every k 2 N

and k a positive even integer, there existsC > 0 such that for every � � C and any

� � k� 3=2 we haveE� [N �;m;k (f � ; � )] = 1 .

Proof. Let Vn be the number of inner nodes ofT at depth n. Then, by Proposition 2.2,

E� [Vn j Vn� 1] = k(1 � � n� 1)Vn� 1:

By the law of total expectation, induction and noting that E� [V0] = 1 � � 0, we have

E� [Vn ] = E� [E� [Vn j Vn� 1]] = k(1 � � n� 1)E� [Vn� 1] =
n� 1Y

i =0

k(1 � � i ):

Note that if we have E� [Vn ] 9 0 asn ! 1 then this implies E� [N �;m;k (f � ; � )] = 1 : Thus

studying the convergence properties of the in�nite product
Q 1

i =0 k(1 � � i ) with varying

�; k; � and � is su�cient to prove the result.

For � = 1
k3=2 we have � i = � := Prob Z �N (0;1)

�
jZ j < 4m�p

� (b� a)3

�
. Then the product

simpli�es to E� [Vn ] = kn (1 � � )n . This implies that if � and � are selected such that

� � k� 1
k , then E� [X n ] 9 0. This is the case if and only if

� � �
� � 1

� 1
2m

� p
� (b� a)3

4m
: (2.12)

Note further that for � � 1
k3=2 we have� i � �: Thus, for � � 1

k3=2 we have,

k(1 � � i ) � k(1 � � ) =)
n� 1Y

i =0

k(1 � � i ) � kn (1 � � )n :

So, if � satis�es (2.12) then for any � � 1
k3=2 we have E[Vn ] 9 0: This completes the

proof.

Our �nal contribution is to provide a closed form for the probability of non-termination

in the casek = 2:

Corollary 2.1 (Probability of non-termination for k = 2) . Let T1 be the set of fullk-ary

trees with in�nite depth. For k = 2 , � = 1
k3=2 and � satisfying (2.12) then the probability

of non-termination is

P� (A �;m;k;� 2 T1 ) =
1 � 2�
1 � �

;
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where � = ProbZ �N (0;1)

�
jZ j < 4m�p

� (b� a)3

�
. Further, for � < 1

k3=2 we have

P� (A �;m;k;� 2 T1 ) >
1 � 2�
1 � �

; (2.13)

Proof. Assume that � = 1
k3=2 and that � satis�es (2.12). The probability of an outcome

being a full k-ary tree with kn + 1 (for n 2 N0) nodes is

P� (jA �;m;k;� j = kn + 1) = C(k)
n � n(k� 1)+1 (1 � � )n ;

where C(k)
n = 1

(k� 1)n+1

� nk
n

�
is the number of k-ary trees with n nodes (see Theorem A.2).

De�ne the probability of termination function

Pk (� ) =
1X

i =0

P� (jA �;m;k;� j = ki + 1) :

Recall the generating function of the standard Catalan numbers (A.1),

C2(x) :=
1X

i =0

C(2)
i x i =

1 �
p

1 � 4x
2x

:

Thus, by noting that

P2(� ) = �
1X

i =0

C(2)
i [� (1 � � )] i ;

we have

P2(� ) = �C 2(� (1 � � ))

= �
1 �

p
1 � 4� (1 � � )

2� (1 � � )

=
1 �

p
(2� � 1)2

2(1 � � )

=
1 � j 2� � 1j

2(1 � � )

=

8
<

:

�
1� � ; for � 2 [0; 0:5);

1; for � 2 [0:5; 1]:

The inequality (2.13) can be derived by noting that for � < 1
k3=2 and for every i we have

� i < � . Thus,

P� (jA �;m; 2;� j = 2n + 1) > C (2)
n � n+1 (1 � � )n ;
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sinceg(x) = xn (1 � x)n� 1 is monotonically increasing8 for 0 < x < n
2n� 1 .

As a �nal remark, note that using the same approach we can show that, fork � 5, the

probability of termination 1 � Pk (� ) does not have a closed form. Note that

Pk (� ) = �C k (� (1 � � )) ;

where Ck is the generating function of the k-Catalan numbers. Ck obeys the following

functional equation

Ck (x) = 1 + x[Ck (x)]k :

Thus expressingCk as a function of x in closed form is equivalent to solving a degreek

trinomial. This has no algebraic solution for k � 5 with general x and so one cannot

expressPk (� ) in closed form for k � 5:

2.3.3 Proof of Proposition 2.1

This section contains the proof of Proposition 2.1. Recall that we aim to perform an

average-case analysis of theAdapTrap method which is simply the composite trapezoidal

rule on a non-uniform grid of nodes under the aforementioned prior measureP� . We have,

I (f � ) :=
Z b

a
f � (x) dx � Trap(f � ; a; b; X) :=

1
2

nX

i =1

[f � (x i +1 ) + f � (x i )][x i +1 � x i ];

with X = f x i gn+1
i =1 a given set ofn + 1 ordered nodes such thata = x1 < : : : < x n+1 = b.

Then the error of the trapezoidal rule is � Trap
X (f � ) = I (f � ) � Trap(f � ; a; b; X). Under P� ,

the error � Trap
X (f � ) can now be considered a random variable. We now consider a latent

function f 2 C([a; b]), assumed to be a draw fromP� , and denotef(X ) = ( f(x i ))n+1
i =1 .

Recall that, due to Diaconis (1988), the mean off � jDn is the piecewise linear inter-

polant of the data Dn . Thus, by (2.7), E� [I (f � ) j f (X )] = Trap(f ; a; b; X) and by Gaussian-

ity of P� we have� Trap
X (f � ) j f (X ) � N (0; � 2) for some � 2 > 0. By (2.8) note that under

P� , � 2 is only dependent on the set of nodesX . Before directly proving Proposition 2.1 we

derive the variance of� Trap
X (f � ) j f (X ). In the following we use the notation f �

D := f � j f (X )

and f �
D � GP (mD ; kD ).

Proposition 2.4. We have

� Trap
X (f � ) j f (X ) � N

 

0;
nX

i =1

� 2
i

!

;

8This can be shown by noting g0(x) = nx n � 1(1 � x)n � 1 � (n � 1)xn (1 � x)n � 2 = xn � 1(1 � x)n � 2(n +
x(1 � 2n)) :
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where � 2
i = �

12(x i +1 � x i )3 and with X = f x i gn+1
i =1 a given set ofn + 1 ordered nodes such

that a = x1 < : : : < x n = b.

Proof. De�ne � i :=
Rx i +1

x i
f � (x) dx � 1

2 [f � (x i +1 )+ f � (x i )][x i +1 � x i ]. Then � Trap
X (f � ) j f (X ) =

P n
i =1 � i jf (X ). Note that, by the Markov property of f � , for x 2 [x i ; x i +1 ] we have

f �
D (x) d= f � (x) j f (x i +1 ); f (x i ) and so � i jf (X ) = � i jf (x i +1 ); f (x i ) � N (0; � 2

i ), where � 2
i =

V � (� i jf (x i +1 ); f (x i )).

For x; y 2 [x i ; x i +1 ] we havef � (x) j f (x i +1 ); f (x i ) � GP (mi (x); ki (x; y)) where mi (x) is

the linear interpolant between (x i ; f (x i )) and (x i +1 ; f (x i +1 )) and, for x < y ,

ki (x; y) = k(x; y) � [k(x i ; x); k(x i +1 ; x)]

 
k(x i ; x i ) k(x i ; x i +1 )

k(x i ; x i +1 ) k(x i +1 ; x i +1 )

! � 1

[k(x i ; y); k(x i +1 ; y)]>

= �x + 
 �
1

� (x i +1 � x i )
[(�x i +1 � �x )( �x i + 
 ) + ( �x � �x i )( �y + 
 )]

= �x �
�

x i +1 � x i
[(x i +1 � x)x i + ( x � x i )y]

= �
xx i +1 � xx i � x i x i +1 + xx i � xy + x i y

x i +1 � x i
= �

(x i +1 � x)(y � x i )
x i +1 � x i

:

Thus we have,

� 2
i = V � (� i j f (x i +1 ); f (x i ))

=
Z x i +1

x i

Z x i +1

x i

ki (x; y) dx dy

=
Z x i +1

x i

Z x

x i

�
(x i +1 � x)(y � x i )

x i +1 � x i
dy dx +

Z x i +1

x i

Z y

x i

�
(x i +1 � y)(x � x i )

x i +1 � x i
dx dy

= 2 �
Z x i +1

x i

Z x

x i

(x i +1 � x)(y � x i )
x i +1 � x i

dy dx

=
�

x i +1 � x i

Z x i +1

x i

� x3 + x2(x i +1 + 2x i ) + x(� 2x i +1 x i � x2
i ) + x i +1 x2

i dx

=
�

12(x i +1 � x i )
[x4

i +1 � 4x3
i +1 x i + 6x2

i +1 x2
i � 4x i +1 x3

i + x4
i ] =

� (x i +1 � x i )3

12
:

The �nal part to prove is that for i 6= j we haveC� (� i ; � j j f (X )) = 0 : SinceE� [� i j f (X )] =

E� [� j j f (X )] = 0 and
Rx i +1

x i
mi (x) dx = 1

2 [f (x i +1 ) + f(x i )] [x i +1 � x i ], we have

C� (� i ; � j j f (X )) = E� [� i � j j f (X )]

= E�

" Z x i +1

x i

f � (x) � mi (x) dx
Z x j +1

x j

f � (x) � mj (x) dx j f(X )

#

= E�

" Z x j +1

x j

Z x i +1

x i

[f � (x) � mi (x)][f � (y) � mj (y)] dx dy j f(X )

#

:
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By Fubini's theorem we can interchange the expectation and the integral. We obtain,

C� (� i ; � j j f (X )) =
Z x j +1

x j

Z x i +1

x i

kD (x; y) dx dy:

By the Markov property of the Wiener process we havekD (x; y) for x 2 [x i ; x i +1 ] and

y 2 [x j ; x j +1 ]. Therefore, the � i are conditionally independent givenf(X ) and our results

follows.

Recall that we de�ned the error distribution at termination of the AdapTrapalgorithm

as � �;m;k;� (f � ) := I (f � ) � AdapTrap�;m;k (f � ; a; b; � ). From now on we will denote the error

of AdapTrapas � := � �;m;k;� (f � ): Thus, letting X = f x i gM
i =1 be the set ofM ordered nodes

used in the computation of AdapTrap�;m;k (f ; a; b; � ), we have the following result.

Proposition 2.5. Let T 2 T k be �nite and let f � be a centred Gaussian process on

X = [ a; b] whose posterior mean is the piecewise linear interpolant of the dataDn . Let

f 2 C([a; b]) be any continuous function such thatA �;m;k;� (f ) = T. Then, we have� j T d=

� Trap
X (f � ) j f (X ).

Proof. A termination T of AdapTrap corresponds to a setS � RM such that f(X ) 2 S:

Note that for any f 2 C([a; b]) such that f(X ) 2 S we have

AdapTrap�;m;k (f ; a; b; � ) = Trap(f ; a; b; X) ) � �;m;k;� (f ) = � Trap
X (f ):

In the following we identify f �
i = f � (x i ) and f i = f(x i ). Thus9,

p(� j T) =
1

P� (T)

Z

S
p(� j f �

1 ; : : : ; f �
M )p(f �

1 ; : : : ; f �
M ) df � ;

wheref � = ( f �
1 ; : : : ; f �

M ). Since, for anyf(X ) 2 S, we have� j f1; : : : ; fM
d= � Trap

X (f � ) j f1; : : : ; fM

and, by Proposition 2.4,p(� Trap
X j f1; : : : ; fM ) is only a function of X , we havep(� j f1; : : : ; fM ) =

g(�; X ). Thus,

p(� j T) = g(�; X )
1

P� (T)

Z

S
p(f �

1 ; : : : ; f �
M ) df �

= g(�; X )
P� (T)
P� (T)

= g(�; X ):

For any f(X ) 2 S we haveg(�; X ) = p(� j f (X )) which implies that � j T d= � Trap
X j f (X ).

9Let X; Y be real random vectors and let SX ; SY be events of X and Y respectively. Note that
P (X 2 SX jY 2 SY ) = P ( X 2 SX ;Y 2 SY )

P ( Y 2 SY ) = 1
P ( Y 2 SY )

R
SX

R
SY

p(x j y)p(y) dx dy.
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Finally we turn our attention to the proof of Proposition 2.1. The distribution of the

error of AdapTrap can be computed as

p(� ) =
X

T 2T k nT1

p(� j T)P� (T) + � (1 )P� (A �;m;k;� 2 T1 );

where we have formally de�ned the event of non-termination as having in�nite error (i.e.

for T 2 T1 ). We can now directly prove Proposition 2.1:

Proof of Proposition 2.1. For any �; m; � and k an even integer we have

p(� ) =
X

T 2T k nT1

p(� j T)P� (T) + � (1 )P� (A �;m;k;� 2 T1 );

then for any �nite T 2 T k we have P� (j� j > � ) > P� (j� j > � j T)P� (T). Let T1 be the

full k-ary tree with 1 node. Then, by Proposition 2.2 we haveP� (T1) = � 0 where � 0 =

ProbZ �N (0;1)

�
jZ j < 4m�p

� (b� a)3

�
and further by Proposition 2.5, we have� j T1 � N (0; � 2

1)

and so

P� (j� j > � ) > P� (j� j > � j T1)P� (T1)

By Proposition 2.4 we have

� 2
1 =

�
12

2mX

i =1

(b� a)3

(2m)3 =
� (b� a)3

48m2 :

Thus we have

P� (j� j > � ) > P� (j� j > � j T1)P� (T1)

=

"

1 � erf

 
2
p

6m�
p

� (b� a)3

!#

erf

 
2
p

2m�
p

� (b� a)3

!

:

where erf(x) := 1p
�

Rx
� x e� t2

dt is the error function. This completes the proof, with P� -

dependent constantc := 2
p

2m� � 1=2(b� a) � 3=2.

It is clear that the T1-based bound employed in the proof of Proposition 2.1 can be

improved by taking into account a larger number of terms; however we were unable to

�nd an elegant bound when proceeding in this manner and therefore we present only the

simplest bound.

36



Chapter 2. Locally Adaptive Bayesian Cubature

2.4 Adaptive Bayesian Cubature

The aim of this section is to develop a novel BC method that is locally adaptive, in the

sense of focussing integrand evaluations on spatial regions where approximation off is

most di�cult. The forgoing discussion in Sections Section 2.1-Section 2.3 suggests that

this should be based on anon-stationary stochastic process model.

2.4.1 A Non-Stationary Process Model

Recall from Section 1.2.2 that there are multiple approaches to non-stationary Gaussian

processes. In principle, any of these could form the basis for a BC method. The process

convolution approach10 was used for the experiments in this chapter. This choice allows

for substantial 
exibility to incorporate a priori knowledge and to adapt, in principle,

to non-stationary features of the integrand.11 Following Paciorek (2003), we adopted a

hierarchical Gaussian process model with spatially-dependent lengthscale �eld. The �rst

part of the model speci�es that f j� � GP (m� ; k� ). The mean function m� = c is here

taken as a constantc 2 R and, letting � : [0; 1 ) ! R be a positive de�nite radial basis

function, the covariance function has the tensor product form

k� (x; y) = � 2
dY

i =1

p
` i (x i )` i (yi )p

` i (x i )2 + ` i (yi )2
�

 
jx i � yi jp

` i (x i )2 + ` i (yi )2

!

:

The parameters to be jointly inferred are � = f c; �; ` 1(�); : : : ; `d(�)g, where � > 0 is an

amplitude parameter and the ` i (�) are (positive) lengthscale functions. The second part

of the hierarchical model speci�es a prior distribution for � .

The lengthscale functions can be parameterised in arbitrarily complex ways. In par-

ticular, we highlight the recent work of Roininen et al. (2019) who focussed on performing

computation with a hierarchical parametrisation of a Mat�ern kernel. In this paper, sophis-

ticated MCMC samplers were proposed, along with an acknowledgement of the di�culty

of the computational task. Since sampling methods are not the focus of this chapter, for

computational tractability we speci�ed a simple and transparent parameterisation for each

i = 1 ; : : : ; d,

` � i (x i ) =
n� 1X

j =1

� i;j +1 � � i;j

�x i;j +1 � �x i;j
x i �

� i;j +1 � � i;j

�x i;j +1 � �x i;j
�x i;j + � i;j :

10 Recall the process convolution approach takes a collection of local covariance models and then { roughly
speaking { convolves them to obtain a new, non-stationary global covariance model (Higdon et al., 1999;
Paciorek, 2003).

11 Although partition models are closer in spirit to classical adaptive methods, the fact that they only
provide an approximate notion of conditioning precludes their use for rigorous uncertainty quanti�cation
in a BC method.
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Thus ` i (�) := ` � i (�) is the piecewise linear interpolant of a �nite number of �xed reference

points (�x i; 1; � i; 1); : : : ; (�x i;n ; � i;n ) with �x i; 1 = 0 and �x i;n = 1 and so the parameters to be

inferred are � i = ( � i; 1; : : : ; � i;n ). This is computationally tractable since the number of

parameters can be controlled and both the` i (�) and ` i (�) � 1 have closed form integrals.

Positivity of ` i (x i ) is ensured by taking � i;j = exp( � i;j ) and inferring the � i;j 2 R. In all

of the experiments in Section 2.5, we re-parametrised the domain to beX = [0 ; 1]d and we

took n = 11 and �x i;j = j � 1
n� 1 , which allowed for su�cient expressiveness of the associated

stochastic process model whilst controlling the complexity of the auxiliary computational

task of estimating the � i;j . The total number of parameters associated with the lengthscale

functions `1; : : : `d is, therefore, 11d.

In all the experiments detailed in this chapter, the choice of radial basis function�

was the Mat�ern radial basis function12. The impact of the choice of lengthscale and radial

basis function is explored empirically in Section B.1.

2.4.2 Adaptive Selection of the Point Set

A sequential approach to selecting thex i was adopted, based on the negative expected

variance acquisition function (2.2) of Osborne (2010). As is typical in Bayesian SED, (2.2)

is an intractable global optimisation problem over X that must in practice be approximated

(e.g. Overstall et al., 2018). Two practical algorithms are now presented. In what follows

we let D0 be a pre-speci�ed set of initial data and let X n � X denote a �nite set of

reference points inX over which the optimisation (e.g. grid search) required at stagen

of the algorithm is performed. Recall that we do not mandate a stopping rule as part of

a BC method. However, if required then the standard deviation ofI (f )jDn can be used

to decide when the algorithm should be terminated. For completeness we present our

algorithms with an explicit stopping rule included.

Algorithm 2 uses Markov chain Monte Carlo (MCMC) to approximate the intractable

acquisition function (2.2), in an idealised approach that we call AdapBC. Here, the pa-

rameter � = ( c; �; ` (�)) is marginalised. In Algorithm 2, M is the number of samples of

f j Dn� 1 and for each m = 1 ; : : : ; M and each x 2 X n , K is the number of samples of

� j Dn� 1 [ f x; f m (x)g. Note that to estimate V[I (f )j ~Dn ] we used the law of total variance,

that is

V[I (f ) j ~Dn ] = E[V[I (f ) j ~Dn ; � ]] + V[E[I (f ) j ~Dn ; � ]]

�
1
K

KX

k=1

V[I (f ) j ~Dn ; � k ] + s:v:
�

f E[I (f ) j ~Dn ; � k ]gK
k=1

�
;

12 Recall from Section 1.2.2 that the Mat�ern radial basis function takes the form k(r ) =
21 � �

�( � )

� p
2�r

� �
K �

� p
2�r

�
, with smoothness parameter � .
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where s:v:(X ) is the sample variance of the setX . Lines 4 and 8 each require MCMC to

be used. As such,AdapBCdemands that the user carefully monitors the convergence of a

Markov chain and, in turn, requires technical knowledge on the part of the user. Therefore,

we focus on an empirical Bayes (EB) alternative in Algorithm 3, calledE-AdapBC, wherein

the parameter � is estimated using (regularised) marginal maximum likelihood estimation

rather than being marginalised. To avoid over-con�dent estimation13, we regularised the

EB estimator using an additional penalty term r (� ). In all of the experiments utilising

E-AdapBCin Section 2.5, for the Gaussian process model speci�ed in Section 2.4.1, the

penalty term took the form

r (� ) =
dY

i =1

(� 1k` � i (�)k1 + � 2k1=`� i (�)k1)

where kgk1 :=
R

X jg(x)jd� (x). The speci�c form of regularisation was heuristically moti-

vated (only) and many other choices are possible - to limit scope these were not explored.

The regularisation term includes two parameters,� 1 and � 2, which are used respectively

to ensure the lengthscale doesn't become too large or small when the numbern of data is

small. Speci�c values of � 1 and � 2 are reported in Section 2.5. Therefore,� n in line 4 of

Algorithm 3 is chosen to maximise

logp(Dn� 1 j � ) � r (� ) = �
n
2

log(2� ) �
1
2

log jK �;X;X j �
[fX � c1]> K � 1

�;X;X [fX � c1]

2
� r (� );

where K �;X;X is de�ned as [K �;X;X ]ij = k� (x i ; x j ) and jK �;X;X j is the determinant of

K �;X;X .

2.4.3 Computational Details of AdapBCand E-AdapBC

In this section, we provide the remaining computation details forAdapBC(Algorithm 2)

and E-AdapBC(Algorithm 3) used in the experiments in Section 2.5.

Point Set Selection: The point set Xn in Algorithm 2 and Algorithm 3 is the set

over which we optimise the objective function x 7! E(x) (for E-AdapBC) or x 7! Ê (x)

(for AdapBC). These objectives are non-convex in general and thus a global optimisation

method must be employed. Since this auxiliary computation is assumed negligible with

respect to evaluation of the integrand, we employed brute force grid search withXn used

to de�ne the grid. In the following, we denote Dn = f x i g
n0+ n
i =1 the set of nodes at whichf

has been evaluated after iterationn of the algorithm has completed, wheren0 is the initial

number of evaluations in D0, and let K n := jXn j denote the cardinality of X n .

13 The use of EB in the context of the BC method was shown to result in over-con�dent estimation at
small n in Briol et al. (2019). The issue is more pronounced inE-AdapBCdue to the increased dimension
of the kernel parameter � compared to StdBC.
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Algorithm 2 Adaptive Bayesian Cubature

1: procedure AdapBC( f; � )
2: n  1, ~�  1
3: while ~� � � do
4: Sample (f m )M

m=1 � f j Dn� 1 . M � 1
5: for eachx in X n do
6: for m = 1 ; : : : ; M do
7: ~Dn  D n� 1 [ f (x; f m (x))g
8: Sample (� k )K

k=1 � � j ~Dn . K � 1
9: V k

m  V[I (f )j ~Dn ; � k ]
10: E k

m  E[I (f )j ~Dn ; � k ]
11: �Vm  1

K

P K
k=1 V k

m

12: �Em  1
K

P K
k=1 E k

m

13: V̂m (x)  �Vm + 1
K

P K
k=1 (E k

m � �Em )2

14: Ê (x)  1
M

P M
m=1 V̂m (x)

15: Pick xn 2 arg minx2X n
Ê (x)

16: Dn  D n� 1 [ f (xn ; f (xn )g
17: n  n + 1, ~�  V[I (f )jDn ]

1
2

18: return I (f )jDn

Algorithm 3 (E) Adaptive Bayesian Cubature

1: procedure E-AdapBC( f; � )
2: n  1, ~�  1
3: while ~� � � do
4: � n  arg max� logp(Dn� 1 j � ) � r (� )
5: Sample (f m )M

m=1 � f j � n ; Dn� 1 . M � 1
6: for eachx in X n do
7: ~Dn  D n� 1 [ f (x; f m (x))g
8: E(x)  E[V[I (f )j� n ; ~Dn ]j� n ; Dn� 1]

9: Pick xn 2 arg minx2X n
E(x)

10: Dn  D n� 1 [ f (xn ; f (xn )g
11: n  n + 1, ~�  V[I (f )j� n ; Dn ]

1
2

12: return I (f )j� n ; Dn

In one dimension,Xn was taken to be

Xn := f (x i + x i +1 )=2 j i = 1 ; : : : ; n0 + n � 1; x i 2 Dng:

Although the \natural" generalisation of this approach to dimension d > 1 is a Voronoi

point set (Aurenhammer et al., 2013), we instead preferred to endowXn with a structure

commensurate with the tensor product form of the kernelk� . Thus, in dimensionsd > 1,

Xn was taken to be a randomly sampled subset of cardinalityK n := K 1 + 1 � n for some
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K 1 2 N of a uniform grid of points on X .

More precisely, let U = f u1; : : : ; ukg � [0; 1] be a uniform grid of points on [0; 1] and

de�ne �X 1 = Ud n D0 and �X n+1 = �X n n f xng = �X 1 n Dn , where xn is the point selected

at step n of the integration method. Then X n was taken to be a random sample without

replacement from �X n such that jX n j = K n .

The computational convenience of the grid structure is explained in the following.

Consequences of the Tensor Product Set-Up and Integration Methodology:

In standard Bayesian cubature, to facilitate the computations required in (2.7) and (2.8),

the kernel is usually chosen such that it has a closed-form integral. Unfortunately, since

the kernel k� speci�ed in Section 2.4.1 does not have a closed-form integral, we are required

to perform numerical integration of the kernel. This issue results in bothE-AdapBCand,

in particular, AdapBCto be considerably more computationally expensive than standard

Bayesian cubature. However, due to the tensor product form ofk� , we are able to make

substantial computational simpli�cations, which would otherwise render both algorithms

prohibitive in dimensions d > 1. These are discussed now:

Note that, at iteration n, the evaluation of the objective functionsE(x) (for E-AdapBC)

and Ê (x) (for AdapBC) requires the computation of integrals of the posterior mean and

covariance off j�; Dn to be performed (see (2.7) and (2.8)).

In principle, at iteration n of the algorithms, we are required to computejDn j sep-

arate d-dimensional integrals to evaluateE(x) (for E-AdapBC) and MK jDn j separated-

dimensional are required to evaluateÊ (x) (for AdapBC). This discrepancy is due to the

fact that for each posterior sample of � j ~Dn at step of 8 of Algorithm 2, of which there

are a total of MK samples, we are required to recompute the posterior variance and

expectations, whereas in Algorithm 3, we use a single �xed estimate of� . Further, the

approximate computations of arg minx2X n
E(x) and arg minx2X n

Ê (x) requires the compu-

tation of K n + jDn� 1j and MK (K n + jDn� 1j) of thesed-dimensional integrals respectively.

However, since the kernelk� speci�ed in Section 2.4.1 is a tensor product, then at most

d(K n + jDn� 1j) and dMK (K n + jDn� 1j) univariate integrals are necessary for computation

of arg minx2X n
E(x) and arg minx2X n

Ê (x) respectively. Furthermore, if the chosen point

setX n is some subset of a uniform gridf u1; : : : ; ukgd � [0; 1]d, we can perform memoisation

of the univariate integrals at each ui . This reduces the computation of arg minx2X n
E(x)

to only require dk univariate integrals and the computation of arg minx2X n
Ê (x) to only

require dkMK univariate integrals. For the kernel speci�ed in Section 2.4.1, the integrals

are of the form

Z 1

0

p
` � i (x)` � i (uk )

p
` � i (x)2 + ` � i (uk )2

�

 
jx � uk j

p
` � i (x)2 + ` � i (uk )2

!

dx:
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If the lengthscale functions l � i are piecewise linear then this integrand is piecewise as

smooth as� and further has no closed form integral. Therefore, to integrate these functions

we integrated each piece separately using a standardPython quadrature14 function in

scipy (Virtanen et al., 2020).

In order to output the distribution of I (f ) j � n ; Dn (in E-AdapBC) and I (f ) j Dn (in

AdapBC) we need to compute the mean and variance of the integral of the posterior process

(see (2.7) and (2.8)). In this case, we need to compute the double integral in (2.8) and

are thus required to compute one 2d-dimensional integral for E-AdapBC. For AdapBC, we

again resort to Monte-Carlo in the computation of the posterior mean and variance. The

posterior mean is, using the law of total expectation, approximated as

E[I (f ) j Dn ] = E[E[I (f ) j Dn ; � ]]

�
1
J

JX

i =1

E[I (f ) j Dn ; � j ];

Again using the law of total variance, the posterior variance is approximated as

V[I (f ) j ~Dn ] = E[V[I (f ) j ~Dn ; � ]] + V[E[I (f ) j ~Dn ; � ]]

�
1
J

JX

j =1

V[I (f ) j ~Dn ; � j ] + s:v:
�

f E[I (f ) j ~Dn ; � j ]gJ
j =1

�
:

Thus, we are required to compute the double integral in (2.8) for each of theJ samples

f � j gJ
j =1 � � j Dn , resulting in J 2d-dimensional integral for AdapBC. For similar reasons

to those outlined in the previous paragraph, the use of the tensor product reduces this

requirement to the computation of d bivariate integrals to output the distribution of

I (f ) j � n ; Dn (in E-AdapBC) and dJ bivariate integrals to output the distribution of I (f ) j Dn

(in AdapBC). For the kernel speci�ed in Section 2.4.1, the integrals are of the form

Z 1

0

Z 1

0

p
` � i (x)` � i (y)

p
` � i (x)2 + ` � i (y)2

�

 
jx � yj

p
` � i (x)2 + ` � i (y)2

!

dx dy:

Similarly, this integrand is smooth over the subregions [� i;j ; � i;j +1 ] � [� i;k ; � i;k +1 ] of [0; 1]2

determined by the piecewise linear lengthscales, and is therefore computed by integrating

over each of these subregions separately using the standard double quadrature function in

scipy .

The additional requirement to recompute the integrals for each sample� k � � j ~Dn and

� j � � j Dn results in AdapBCbeing computational prohibitive for moderately large M; K
14 The function being scipy.integrate.quad which, depending on input, calls a QUADPACKroutine. In

our case it calls QAGS, an adaptive quadrature based on 21-point Gauss-Kronrod quadrature within each
subinterval. See Piessens (1983).
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and J even in dimensiond = 1, see Section 2.5.1 for an applied example. Therefore, for

the experiments in Section 2.5, we primarily investigate the performance ofE-AdapBC.

It remains to explain how MCMC was used to facilitate the computation on lines 4

and 8 of Algorithm 2 describing the AdapBCmethod. These details are now provided.

MCMC methodology: Due to the di�culty in directly sampling from � j Dn we used

a Metropolis-Hastings algorithm. Note that

p(� j Dn ) / p(� )p(Dn j � );

wherep(� ) is the prior density of � (yet to be speci�ed) and we haveDn j � � N (c1; K �;X;X ).

Letting q(� ) := p(� )p(Dn j � ), then our Metropolis algorithm is as follows:

Algorithm 4 Metropolis-Hastings Algorithm

1: procedure Metropolis( � 0; n; s)

2: �  � 0

3: for i = 1 ; : : : ; n do

4: Sample� �  � i � 1 + N (0; s2I )

5: Sampleu � U(0; 1)

6: if logu < logq(� � ) � logq(� i � 1) then

7: � i  � �

8: else

9: � i  � i � 1

10: return (� i )n
i =1

The proposal distribution here is thus N (0; s2I ). Figure 2.2 contains typical trace

plots of Metropolis output.

2.5 Experimental Assessment

The purpose of this section is to investigate whether (AdapBCand) E-AdapBCprovide the

local adaptation that is missing from standard BC. Due to the prohibitive computational

cost of AdapBC(see Section 2.5.1), we primarily investigateE-AdapBC. For the remainder,

we useStdBCto signify the simpli�ed version of E-AdapBCin which the lengthscale �eld

`(�) is simply a constant, to be estimated. All other settings (e.g. the choice of� ), were

taken to be identical betweenStdBCand E-AdapBC. All methods that we consider incur

an auxiliary computational cost that is orders of magnitude larger than that which would

be associated with a classical cubature method. BC methods are motivated by situations

where evaluation of f is associated with a substantial computational cost (an explicit
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Figure 2.2: Trace plots for components of the parameter� obtained using Metropolis under the
prior � � N (� 1; 2I ) with data D0 = f (i=5; f(i=5))g5

i =0 with f as in Figure 2.4.

Figure 2.3: Comparison ofAdapTrap, StdBCand E-AdapBC. [Here represents the true integrand
f, represents the mean of the conditional processf jDn and represents pointwise credible
intervals. The tick marks indicate where the integrand was evaluated. ForStdBCand E-AdapBC
the error � := j� n (f ) � I (f )j, the z-score [� n (f ) � I (f )]=� n (f ) and the number of integrand evaluations
n are reported. For AdapTrap the error � , the global error tolerance � , the estimated error ~� :=P

r ~� r and the number of integrand evaluations n are reported. Inset panels compare the true
value I (f) � 0:011 to the distribution I (f )j� n ; Dn . The integrand was generated according to
the description speci�ed in Section 2.5.2 with sampled values (to 3 s.f.)C = 0 :554, R = 0 :0726,
H = 1 :64, F = 2 :65 and P = 1.]
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example is provided in Section 2.5.3), so that such auxiliary computation can be justi�ed.

For this reason, computational cost is quanti�ed in the results that follow only through

the number of evaluations of the integrand.

A BC method is considered to perform well if, loosely speaking, the posterior mean

� n (f ) := E[I (f )j� n ; Dn ] provides an accurate point estimate of (2.1) and the poste-

rior spread � n (f ) := V[I (f )j� n ; Dn ]
1
2 is well-calibrated as an indicator of the true error

j� n (f ) � I (f )j; in this chapter calibratedness is quanti�ed by Zn (f ) := � n (f )� I (f )
� n (f ) whose

values should be plausible as samples fromN (0; 1) when the BC method is well-calibrated

(Briol et al., 2019). The ideas are illustrated next in Section 2.5.1. In Section 2.5.2

the results of detailed synthetic assessment are presented and in Section 2.5.3 we re-

port results based on a realistic integration task involving trajectories of an autonomous

robot. All results in this chapter can be reproduced in Python using code available at

github.com/MatthewAlexanderFisher/LocalABC .

2.5.1 Illustration of Adaptation

Figure 2.3 compares the performance ofAdapTrap (top), StdBC(middle) and E-AdapBC

(bottom) on a toy integrand f in dimension d = 1. AdapTrapwas run with parameters � =

0:5; m = 5, k = 2 and global error tolerances (from left to right) � = 0 :06; 0:04; 0:02. Both

E-AdapBCand StdBC were initiliased with data D0 = f
� i

10; f
� i

10

��
g10

i =0 and the penalty

term in E-AdapBCused parameters� 1 = 30 and � 2 = 1. Theoretical analysis of StdBC

indicates that the points X at which the integrand is evaluated are essentially space-�lling

(Cor. 11 of Santin et al., 2017). In contrast, both AdapTrap and E-AdapBCdeploy their

computational resources in the region wheref is varying the most. AdapTrapprovides an

accurate point estimate for (2.1) and a deterministic error estimate ~� . In each case� < � ,

i.e. the true error has been controlled succesfully byAdapTrap. In contrast, both BC

methods provide distributional output whose uncertainty is well-calibrated once n is large

enough that the regions of highest variation have been found.

Figure 2.4 compares the performance ofAdapBCand E-AdapBCrun on a single inte-

grand. For our implementation of AdapBCwe used the same initial dataD0 = f
� i

10; f
� i

10

��
g10

i =0 .

Our choice of prior was � � N (� 1; 2I ). When sampling the � j ~Dn and the � j Dn� 1, to

ensure a tolerable acceptance rate in the output fromMetropolis , at each step ofAdapBC

we sets = 0 :3 � 0:07n for n = 0 ; : : : ; 30, so our proposal distribution used inMetropolis

at step n was N
�
0; (0:3 � 0:07n)2I

�
. In our approximation of V[I (f ) j � k ; ~Dn ] we set

N = 101. For our parameters M and K that control the number of samples of f j ~Dn� 1

and � j ~Dn in AdapBCrespectively, we took M = K = 8. All the output obtained from

Metropolis was preceded by a length 1000 burn in and was thinned by 5. The� 0 in each

run of Metropolis was taken as the last sample from the previousMetropolis output

and at step 0 was taken to be the mean of the prior on� . When computing the posterior

45



Chapter 2. Locally Adaptive Bayesian Cubature

Figure 2.4: The upper and lower rows correspond toAdapBCand E-AdapBCrespectively, run on the
same integrand. The integrand was generated randomly from our synthetic integrand generation
procedure with parameters (to 3 s.f.) C = 0 :520; R = 0 :0897; H = 1 :87; F = 3 :04; P = 1 : [Here

represents the true integrandf � , represents the mean of the conditional processf jDn and
represents pointwise credible intervals. The tick marks indicate where the integrand was

evaluated. For both methods the error � := j� n (f � ) � I (f � )j, the z-score [� n (f � ) � I (f � )]=� n (f � )
and the number of integrand evaluations n are reported. Inset panels compare the true value
I (f � ) � 0:0764 to the distribution I (f )jDn .]

variance of I (f ) j Dn using Monte-Carlo, we usedJ = 50 samples.

Figure 2.4 suggests thatAdapBCprovides locally adaptive behaviour similar toE-AdapBC,

but that AdapBChas better-calibrated uncertainty (in line with the previously documented

over-con�dence of Empirical Bayes in this context; Briol et al., 2019). However, the auxil-

iary computational cost associated with AdapBCis substantial: to produce Figure 2.4 the

AdapBCmethod required 24 hours of CPU time whereasE-AdapBCrequired approximately

one minute of CPU time. In addition, the need to carefully control the MCMC algorithm

within AdapBCmakes this method less attractive compared toE-AdapBC. Therefore, for

the remainder of this section, we focus entirely on the performance ofE-AdapBC.

Of course, Figure 2.3 studies a single integrand and a more systematic assessment is

performed next.

2.5.2 Synthetic Assessment

To assess the proposed methods on a wider range of test problems, we automatically

generated integrandsfi , i = 1 ; : : : ; 100. The synthetic integrands in d dimensions were

generated as follows: First, we sample

1. C = ( C1; : : : ; Cd) � U(0:1; 0:9)d,

2. R = ( R1; : : : ; Rd) � Beta(5; 2)d,

3. H = ( H1; : : : ; Hd) � U(0:5e;1:5e)d,

4. F = ( F1; : : : ; Fd) � U(0; 5)d,

5. P = ( P1; : : : ; Pd) � Bernoulli(0:5)d.
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Figure 2.5: 25 randomly generated synthetic functions in one-dimension.

Then we let

h(x) =
1

1 + exp ( � 80x)
; gF (x) =

8
<

:

0; jxj < 1;

exp
n

� 1
1�j x j2 + cos(F � jxj)

o
; jxj � 1:

Our synthetic integrand is then

f(x) =
dY

i =1

H i gF i

�
1

Ri
[x i � Ci ]

�
+ ( � 1)Pi [1=2 � h(x i � Ci )];

with x = ( x1 : : : ; xd). In Figure 2.5 we plot 25 randomly sampled synthetic integrands for

d = 1.

The negligible cost of evaluating the syntheticfi ensures that their integrals I (fi ) can

be accurately approximated using a classical method, providing a gold-standard for assess-

ment. Figure 2.6 (top row) displays the mean of the relative errors
�
�
� � n (fi )� I (fi )

I (fi )

�
�
� for StdBC

and E-AdapBC. For the runs of E-AdapBCand StdBCon the 100 one-dimensional integrands,

we used initial data D0 =
�� i

10; f
� i

10

��	 10
i =0 and the penalty term in E-AdapBCused pa-

rameters � 1 = 30 and � 2 = 1. For the runs of E-AdapBCand StdBCin three-dimensions,

we used initial data D0 =
�

(x; f(x)) j x 2 f 0; 0:25; 0:5; 0:75; 1g3
	

and the penalty term in

E-AdapBCused parameters� 1 = 9 and � 2 = 0 :9. We used the multidimensional point set

selection algorithm detailed in Section 2.4.2 withU = f i=40g40
i =0 and K = K 1 = 8000. Re-

sults are reported for the case d� (x) = d x and in dimensiond = 1 (left) and d = 3 (right).

It can be seen that the conclusions of Figure 2.3 hold in broad terms over an ensemble

of integrands, though of course there exist particular integrands for whichStdBChappens

47



Chapter 2. Locally Adaptive Bayesian Cubature

(a) (b)

Figure 2.6: Synthetic assessment in (a)d = 1 and (b) d = 3 for StdBC( ) and E-AdapBC( ),
where 100 integrands were randomly generated. Top row: the mean relative error against the
number of evaluationsn. Bottom row: the coverage frequencies for 95% credible intervals for each
method. The notional coverage ( ) is indicated. [Standard errors displayed.]

due to chance to outperform E-AdapBC. The bottom row of Figure 2.6 reports coverage

frequencies for the 95% highest-posterior density interval. Over-con�dence is apparent at

small values of n, especially for StdBC and for d = 3, but for larger n (when the most

variable regions of the integrand are discovered) the methods are better calibrated. It

should be noted that for d = 3 and for the number of evaluations n investigated, neither

method achieves proper calibration.

Results for AdapBCwere broadly similar to E-AdapBCafter manual tuning of the

MCMC.

2.5.3 Autonomous Robot Assessment

The �nal experiment concerns an application of E-AdapBCto autonomous robotics. The

autonomous robot that we studied is due to Chrono (2019b) and was simulated in the

open source physics engine Chrono (2019a). We �rst provide a description of the pertinent

aspects of the robot:

The robot has 6 legs with each leg consisting of 3 actuators which control the walking

motion of the robot; see Figure 2.7. Each leg has 3 associated actuators that are depicted

in Figure 2.8. Each actuator has a prede�ned loop. For each periodT = [ �; � ] (lasting

� � � = 2 seconds) of the loop the actuators are controlled as follows:

ˆ Legs 1, 3 and 5:
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Figure 2.7: Elevated view of the robot, with each leg annotated.

Figure 2.8: Detailed view of robot leg with each actuator labelled. Actuator A controls the rotation
of the leg in the horizontal plane. Actuator B controls the up/down retraction of the leg. Actuator
C controls the left/right extension of the leg.

(a) Actuator A:

f A (x) = 0 :2 sin (� (x � � )) :

(b) Actuator B:

f B (x) =

8
>>><

>>>:

� 0:2 Sig(x � � ); x 2 [�; � + 0 :5];

� 0:2; x 2 [� + 0 :5; � + 1 :5];

0:2 Sig(x � � � 1:5); x 2 [� + 1 :5; � ]:

(c) Actuator C:

f C (x) = 0 :

ˆ Legs 2, 4 and 6:

(a) Actuator A:

gA (x) = � 0:2 sin (� (x � � ))
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(b) Actuator B:

gB (x) =

8
>>>>>><

>>>>>>:

� 0:2; x 2 [�; � + 0 :5];

0:2 Sig(x � � � 0:5); x 2 [� + 0 :5; � + 1] ;

� 0:2 Sig(x � � � 1); x 2 [� + 1 ; � + 1 :5];

� 0:2; x 2 [� + 1 :5; � ]:

(c) Actuator C:

gC (x) = 0 :

Here Sig(x) is a polynomial smooth ramp such that Sig(0) = 0 and Sig(0:5) = 1.

Suppose we are interested in the trajectory of the robot over an elapsed time, subject

to random variability in the actuators of leg 1 of the robot. In this experiment, the

random variability takes the form of uncertainty in the parameterisation of the actuators.

The functions that control the actuators A, B and C respectively in leg 1, subject to this

parameterisation, are as follows, for each periodT = [ �; � ]:

f A (x) = sin( � (x � � )) ;

f B (x) =

8
>>><

>>>:

� (0:2 + p1) Sig(x � � ); x 2 [�; � + (1 � p2)=2];

� (0:2 + p1); x 2 [� + (1 � p2)=2; � + (3 + p2)=2];

(0:2 + p1) Sig(x � � � 1:5); x 2 [� + (3 + p2)=2; � ]:

f C (x) = p3;

The parameters p = ( p1; p2; p3) control the behaviour of the leg as follows: p1 controls

how far the leg travels up and down in each period,p2 controls the period of time the leg

is down for in each period andp3 controls the extension of the leg. The notional value

and actual value of p will not be equal in general and there is interest in understanding

the e�ect of parameter variability on the actual trajectory of the robot; see Figure 2.9a.

Let (z1(p); z2(p)) denote the spatial coordinates of the robot after a �xed sequence of

commands have been completed. Conceptually, the variability in the parameters can be

represented asp � N (0; 1
10I 3) and there is interest in evaluating moments I (f) where

f 2 f z1; z2; z2
1; z2

2g. The situation typi�es instances where f is associated with a substantial

computational cost, since simulation of the robot moving requires the numerical solution

of a system of ordinary di�erential equations.

The methodsStdBCand E-AdapBCwere each applied to this task. For both our imple-

mentations of StdBCand E-AdapBCwe used theE-AdapBCalgorithm with slight variations

with each implementation. For both StdBCand E-AdapBCwe took D0 = f (x; f(x)) j x 2

f 1=5; 2=5; 3=5; 4=5g3g and used the point set selection algorithm discussed in Section 2.4.2
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(a)

Mean Sq. Error (2.14)
f StdBC E-AdapBC

z1 0:895
� 0:07

0:293
� 0:03

z2 14:3
� 2:05

2:28
� 0:26

z2
1 0:884

� 0:11
0:336
� 0:07

z2
2 1527

� 268:13
132:13
� 11:13

(b)

Figure 2.9: Autonomous robot assessment. (a) Trajectories produced by the robot. (b) Error as
quanti�ed in (2.14), for each of integrand f relating to the �nal position of the robot. [Standard
errors displayed.]

f � StdBC E-AdapBC
z1 � n = 0 :1095; � n = 0 :02129 � n = 0 :06451; � n = 0 :008535
z2 � n = � 5:760; � n = 0 :03812 � n = � 5:4913; � n = 0 :02373
z2

1 � n = 0 :1643; � n = 0 :01897 � n = 0 :1252; � n = 0 :007559
z2

2 � n = 32:93; � n = 0 :3969 � n = 32:43; � n = 0 :1562

Figure 2.10: Autonomous robot experiment output to 4 s.f.

with U = f i=40g39
i =1 and K = K 1 = 8000. For each integrand we ran both methods for

200 iterations of SED and thus, at termination, obtained a total of 264 evaluations.

The intractability of the true integrals I (f ) precludes a direct assessment as in Sec-

tion 2.5.2. Instead, we focus on estimation accuracy (only) and report an approximate

bound based on Jensen's inequality and Monte Carlo:

E[(I (f ) � I (f ))2j� n ; Dn ] � E[I (( f � f )2)j� n ; Dn ]

=
Z

X
E[(f (x) � f (x))2j� n ; Dn ]d� (x)

�
1
m

mX

i =1

E[(f (yi ) � f (yi ))2j� n ; Dn ] (2.14)

whereyi
iid� N (0; I d� d) and m = 264. For each integrand,E-AdapBCoutperformed StdBCas

quanti�ed by (2.14); see Figure 2.9b. The obtained posterior mean and variances obtained

at termination for each method are displayed in Figure 2.10.

2.6 Discussion

This chapter highlighted the important issue of local adaptivity in the context of

BC methods and discussed why naive constructions based on lifting classical adaptive

methods to the Bayesian framework can fail. To address these issues, a novel locally
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adaptive BC method was proposed and demonstrated to perform well in both a synthetic

and realistic empirical assessment. The construction was quite general, in the sense that

essentially any su�ciently 
exible Bayesian regression model can be used, and investigation

of alternative regression models can form the basis of further work. Also of interest, non-

myopic alternatives to (2.2) have been proposed for BC (Jianget al., 2019) and these

could also be investigated.

Our focus was on cubature, but local adaptation can be considered in the context

of other probabilistic numerical methods (Hennig et al., 2015a). For example, adaptive

time-stepping has recently received attention in the probabilistic numerical solution of

ordinary di�erential equations (Chkrebtii & Campbell, 2019) and analogous methods for

partial di�erential equations have yet to be developed.
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Chapter 3

A Probabilistic Programming

Language for Sequential

Experimental Design

Sequential algorithms are popular for experimental design, with applications that include

constructing emulators for computer models, performing optimisation, and even approx-

imating the solution of di�erential equations. For most of these applications bespoke

software has been developed, but the approach is general and many of the actual compu-

tations performed in such software are identical. Motivated by the diverse problems that

can in principle be solved with common code, this chapter presentsGaussED, a simple

probabilistic programming language coupled to a powerful experimental design engine,

which together automate sequential experimental design for approximating a (possibly

nonlinear) quantity of interest in Gaussian processes models. This is achieved by formu-

lating experimental design in a decision theoretic framework where, instead of specifying

a bespoke acquisition function, the user speci�es a loss function relevant to their quantity

of interest. Using a handful of commands, we demonstrate howGaussEDcan be used

to: solve linear partial di�erential equations, perform tomographic reconstruction from

integral data and implement Bayesian optimisation with gradient data.

3.1 Introduction

This chapter concerns the development of a probabilistic programming language (PPL) for

SED. A PPL is an attempt to streamline the process of performing computation involving a

statistical model (Goodman, 2013). SED is often associated with computational work
ows

that are complicated and cumbersome, as one is required to iterate between designing an

experiment (to augment a dataset with a new datum) and performing inference for a
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speci�ed quantity of interest (based on the augmented dataset). Thus SED is well-placed

to bene�t from the development of a high-level PPL. The research challenge here is to

identify a class of statistical models that are su�ciently general to include important

applications of SED, while being su�ciently narrow to permit both inference and SED to

be e�ciently and automatically performed. This chapter aims to address two important

open problems in PPL for SED:

P1 develop a PPL for nonparametric Gaussian process (GP) models that automates SED

for a (possibly nonlinear) quantity of interest, in the setting of arbitrary continuous

linear functional data (e.g. function values, gradients, integrals), for which conjugate

inference can be performed;

P2 minimise the technical burden on the user, and in particular circumvent any require-

ment for the user to specify an acquisition function for SED.

In limiting attention to the relatively narrow class of GP models in P1, we aim to de-

velop more powerful algorithms { and tackle more challenging tasks { than would have

been possible in a more general-purpose PPL. The setting of P1 includes SED for the

important tasks of emulating computer models (Kennedy & O'Hagan, 2001), perform-

ing Bayesian optimisation (Shahriari et al., 2015), and running probabilistic numerical

methods (Hennig et al., 2015b). Bespoke PPLs have been developed for these individ-

ual tasks, but the approach is general and many of the actual computations performed

in such software are identical. Indeed, in Section 3.4 we demonstrate how a single PPL

can solve partial di�erential equations using a probabilistic numerical method, perform

tomographic reconstruction from integral data and implement Bayesian optimisation with

gradient data.

The motivation for P2 derives from the fact that existing PPLs typically require the

user to specify anacquisition function, which is used to select the next experiment and

serves to control the exploration-exploitation trade-o� in SED. Unfortunately, the process

of determining an e�ective acquisition function requires domain expertise, and { while

several choices have been documented in the literature (see e.g. Wilsonet al., 2018, for

acquisition functions in Bayesian optimisation) { many problems that fall into the setting

of P1 have not received such detailed treatment. In removing the technical burden of

prescribing the acquisition function we may sacri�ce a degree of performance relative to

dedicated software for tasks such as Bayesian optimisation, which have been well-studied.

However, empirical results in this chapter suggest that the loss of performance may be

modest, and in turn we are able to considerably expand the applicability of the PPL.
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3.1.1 Our Contribution

In this chapter we present GaussED, a simple PPL coupled to a powerful experimental

design enginefor performing SED in the nonparametric GP context. GaussEDachieves

the aims P1 and P2, just outlined. To achieve P1, and to ensure thatGaussEDcan handle

data arising from general continuous linear functionals, we present a rigorous probabilistic

treatment of conditioning for GPs. This enables us to, for example, prevent attempts to

condition on a derivative that does not exist under the GP model. To achieve P2 and

circumvent the user-speci�cation of an acquisition function, we adopt a classical but sur-

prisingly overlooked decision-theoretic approach to SED, which requires only the quantity

of interest and a loss function to be speci�ed. The loss function quanti�es the loss incurred

when the true quantity of interest is approximated, a notion that is meaningful in the ap-

plied context and often straightforward to elicit. The computational backend for GaussED

comprises a spectral GP approximation, which is used to facilitate a reparametrisation

trick and, in turn, to enable state-of-the-art techniques for stochastic optimisation to be

employed over the experimental design set.

3.1.2 Related Work

Several general-purpose PPLs have been developed for Bayesian parameter inference in

parametric models (e.g. Woodet al., 2014; Carpenteret al., 2017; Binghamet al., 2019),

often based on Markov chain Monte Carlo or variational approximations in the backend.

Specialised PPLs have been developed for inferring parameters that minimise a predictive

loss (e.g. using neural networks; Paszkeet al., 2019), often based on automatic di�erenti-

ation and stochastic gradient descent. For inference in nonparametric models, specialised

PPLs have been developed for GP models (e.g. Rasmussen & Nickisch, 2010; Matthews

et al., 2017).

The combination of PPL and SED for general parametric models has received attention

in Rainforth (2017, Chapter 11) and Ouyang et al. (2016); Kandasamyet al. (2018), who

provided a high-level syntax for Bayesian SED. Several application-speci�c PPL have been

also been developed for SED in parametric models (e.g. Liepeet al., 2013). The focus

of much of the research involving parametric models centres around the computational

challenge of conditioning random variables on observed data, a problem that is often

di�cult (Olmedo et al., 2018).

The case of SED for nonparametric models { i.e. the case that we consider { has

received considerable attention in the context of Bayesian optimisation; see for example

the review of Shahriari et al. (2015). In particular, and most closely related to the present

chapter, Paleyeset al. (2019) developed a PPL calledEmukit , in which computer model

emulation, Bayesian optimisation, and a number of probabilistic numerical methods are
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automated. However, Emukit focuses on function value data as opposed to general con-

tinuous linear functionals (contradicting P1) and requires the user to specify a suitable

acquisition function (contradicting P2).

Outline: The remainder of the chapter is structured as follows: Section 3.2 presents a

detailed technical description of GaussED, whose simple syntax is outlined in Section 3.3.

Section 3.4 presents diverse applications of SED for which bespoke code had previously

been developed, but whose automation is essentially trivial usingGaussED. The potential

and limitations of GaussEDare summarised in Section 3.5.

3.2 Methodology

This section presents the statistical and computational methodology used inGaussED. The

elements of SED are outlined in Section 3.2.1 and a classical, but surprisingly overlooked,

approach to SED is presented in Section 3.2.2. This decision-theoretic approach circum-

vents the requirement to specify an acquisition function and, moreover, enables state-

of-the-art stochastic optimisation to be employed in SED, as explained in Sections 3.2.3

and 3.2.4. The hyperparameters of the GP model are estimated online during SED, as

explained in Section 3.2.5. The computational approach of conditioning is detailed in Sec-

tion 3.2.6 and the precise methodology of optimising the acquisition function introduced

in Section 3.2.2 is detailed in Section 3.2.7.

3.2.1 Sequential Experimental Design

Throughout this chapter, we follow the notational conventions introduced in Section 1.1.3,

which we brie
y recall now. Let F be a normed vector space of real-valued functions on

some domainX � Rd. The problems that we consider involve a latent function f 2 F ,

computations with which are typically associated with a high computational cost, and

the task is to approximate a (possibly nonlinear) quantity of interest q(f) using SED.

The experiments are represented1 as continuous linear functionals� : F ! R, which are

elements of the design setD � F 0, where F 0 is the topological dual space ofF . We

consider a random variablef : 
 ! F which serves as a statistical model for the latentf

and denote the distribution of f asPf := f # P. Similarly to Section 1.1.3, our presentation

in this chapter allows for general priorsf until Section 3.2.4, at which point we will assume

f is a GP.

Throughout this chapter, we adopt the convention that f refers to the latent function

of interest, f is a random variable model forf , and f is a generic element of the setF .
1The focus of this chapter is on data that are exactly observed, and as such we do not introduce a

measurement error model. The case of data that are corrupted with Gaussian errors can be handled in
GaussEDthrough building the measurement error model into the GP covariance model.
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Recall that, in SED, one iterates between designing an experiment� n , to augment

a dataset with a new datum � n (f ), and performing inference for a speci�ed quantity of

interest, based on the augmented dataset� n (f ) := ( � 1(f ); : : : ; � n (f ))> . At iteration n,

SED selects an experiment� n from the design set in order that an acquisition function is

maximised2:

� n 2 arg max
� 2D

A(� ; Pf ; � n� 1(f )) (3.1)

Much research has been dedicated to exploring choices forA, and the statistical and

computational properties of the associated sequence (� n )1
n=1 . Speci�c applications, where

interest is not necessarily inf but rather a derived quantity of interest q(f), have developed

bespoke acquisition functions that balance computational cost with accurate approxima-

tion of the quantity of interest, in particular in Bayesian optimisation (see Table 1 in

Wilson et al., 2018). This presents a major problem (P2) for the development of a gen-

eral purpose PPL for SED, since in general we cannot expect a user to specify a suitable

acquisition function for the problem at hand.

To this end, let Pf (�j � n (f )) denote the conditional distribution (or posterior) of f

obtained by setting the values � n (f ) equal to the observed data� n (f ). The generalised

Bayesian approach of Section 1.1.3 to the design of an acquisition function is to letU :

Rn� 1 � R ! R be a utility function, to be speci�ed, and to seek an experiment for which

the current expected utility

A(� ; Pf ; � n� 1(f )) =
Z

U(� n� 1(f ); � (f)) d Pf (f j� n� 1(f )) (3.2)

is maximised. The utility U(� n� 1(f ); � (f)) represents the value to the user of observing

the datum � (f). Thus the design of an acquisition function can be reduced to the design

of a utility function. Recall the information gain utility function (Lindley, 1956), which,

in this context, takes the form

U(� n� 1(f ); � (f)) = KL( Pf (�j � n� 1(f ); � (f)) k Pf (�j � n� 1(f )) ) ; (3.3)

where KL denotes the Kullback{Leibler divergence and Pf (�j � n� 1(f ); � (f)) denotes the

distribution of f conditional on � n� 1(f ) = � n� 1(f ) and � (f ) = � (f). In the setting where

data are exactly observed, the two distributions in (3.3) will be mutually singular and the

Kullback{Leibler divergence will not exist. Unfortunately, this renders information-based

acquisition functions such as (3.3) unsuitable for our PPL. Instead, we propose to revisit

a classical idea from experimental design, next.

2To avoid pathological cases, in this chapter the existence of a (not necessarily unique) maximum is
always assumed.
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3.2.2 A Decision-Theoretic Approach

Recall from Section 1.1.3 the decision theoretic approach of constructing a general utility

U: Let L : F � F ! R denote the loss L(f ; g) when estimating the function f by g. Then

we can takeU to be the negative Bayes' risk

U(� n� 1(f ); � (f)) = � min
g2F

Z
L(g; g0) dPf (g0j� n� 1(f ); � (f)) ; (3.4)

which corresponds to the negative expected loss when the Bayes decision rule g is used. The

decision-theoretic approach was advocated by James O. Berger (1985, Section 2.5), who

wrote \ better inferences can often be done with the aid of decision-theoretic machinery and

inference losses". Compared to an acquisition function or a utility function, it can be more

straightforward to specify a suitable loss functionL , since no consideration of the design set

is required. Although appealing in terms of its generality, the presence of the optimisation

over g has historically rendered this utility unappealing from a computational viewpoint,

and motivated more convenient choices, such as (3.3), that have since become canonical

(see the survey in Chaloner & Verdinelli, 1995). However, we argue in this chapter that

the presumed intractability of loss-based utilities might need to be revisited in light of

modern and powerful stochastic optimisation techniques. Indeed, for loss functions of the

form L(f ; g) = kq(f) � q(g)k2, indicating that one has a quantity of interest q(f) taking

values in a normed space3, under mild conditions (3.4) is equal to

U(� n� 1(f ); � (f)) = � 1
2

RR
L(g; g0) dPf (gj� n� 1(f ); � (f)) d Pf (g0j� n� 1(f ); � (f)) ; (3.5)

For completeness, the required regularity conditions and a formal proof are contained in

Section A.3. At �rst glance it is unclear why this observation is helpful, since we have

replaced an optimisation problem with an integration problem, and integration is typically

more di�cult than optimisation. However, this formulation turns the experimental design

problem to �nd � n into a double expectation and, if the design setD has enough structure

for calculus, then gradient-based stochastic optimisation can be applied, as discussed next.

3.2.3 Stochastic Optimisation and the Reparametrisation Trick

Following this decision-theoretic approach, an acquisition function is obtained in expecta-

tion form by plugging (3.5) into (3.2) and applying the law of total probability, producing

A(� ; Pf ; � n� 1(f )) = � 1
2

RR
L(g; g0) dPf (g0j� n� 1(f ); � (g)) dPf (gj� n� 1(f )) : (3.6)

3A focus on squared error loss is only a mild restriction, since we are free to re-parametrise the quantity
of interest q as t � q, where t is an injective map (to ensure that information is not lost). Through careful
selection of t we may formulate the SED task in a setting where squared error loss is appropriate for the
task at hand.
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This acquisition function does not permit a closed form in general. Several general pur-

pose numerical methods have been proposed for maximisation of acquisition functions in

the literature, including Bayesian optimisation (Overstall & Woods, 2017; Kleinegesse &

Gutmann, 2019), non-gradient based Monte-Carlo methods, and approximation strategies.

Similar to the approach4 of Wilson et al. (2018), here we consider the use of stochastic

optimisation techniques (Robbins & Monro, 1951a) for selecting an experiment� for which

(3.6) is approximately maximised. For an overview of stochastic optimisation, see Kush-

ner & Yin (2003); Ruder (2016). To perform stochastic optimisation we �rst perform a

reparametrisation trick 5 (Kingma & Welling, 2013a), expressing

g0 � Pf (�j � n� 1(f ); � (g)) , g0 = � (! ; Pf ; � n� 1(f ); � (g)) ; ! � P; (3.7)

using a deterministic transformation � of a random variable ! that is � -independent.

Section 3.2.4, below, details how we applied the reparametrisation trick to a GP model.

Now, suppose further that the elements of the design set can be parametrised asD =

f � zgz2 Rm � F . Then, assuming su�ciently regularity for the following calculus to be

well-de�ned, an unbiased estimator of the gradient of the acquisition function is

@
@zi

A(� z; Pf ; � n� 1(f )) � �
1
2

1
NM

NX

i =1

MX

j =1

@
@zi

L(gi ; � (! ij ; Pf ; � n� 1(f ); � z(gi ))) ;

where thegi are independent random variables with distribution equal to Pf (�j � n� 1(f )) and

the ! ij are independent random variables with distribution P. This is an instance ofnested

Monte Carlo and the optimal balance betweenN and M for a �xed computational budget

is discussed in Rainforthet al. (2018), where, for a continuously di�erentiable gradient of

the acquisition function, optimal convergence can be obtained withN / M 2. Our choices

of N and M are discussed at the beginning of Section 3.4.GaussEDexploits a state-of-

the-art spectral approximation technique for GPs to perform the reparametrisation trick,

as presented next.

4 In Wilson et al. (2018) the authors perform a reparametrisation trick by restricting attention to
acquisition functions that depend on the GP only at a �nite number of locations in the domain X ; in
contrast, this chapter exploits a spectral approximation of the GP, described in Section 3.2.4.

5Gradient based stochastic optimisation of the objective Q(� ) = EX � P[f � (X )] proceeds by computing
derivatives r � f � (�) and forming Monte-Carlo estimates of the gradient r � Q(� ) � 1

n

P n
i =1 r � f � (x i ) using

samples f x i gn
i =1 from P. If the measure P depends on � , that is P := P� , then one may not obtain

Monte-Carlo estimates of the gradient of Q(� ) directly. However, if one is able to construct a measurable
function T � such that P� = T �

# Q for a measure Q not dependent on � , then, by change of variables,
Q(� ) = EX � P� [f � (X )] = EY � Q[f � (T � (Y ))]. One may now form Monte-Carlo estimates of r � Q(� ) �
1
n

P n
i =1 r � f � (T � (yi )), where f yi gn

i =1 are now samples fromQ. This is the reparametrisation trick .
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3.2.4 Gaussian Processes and Spectral Approximation

Up to this point our discussion applied to general statistical modelsPf for the latent func-

tion f. In the remainder GPs will be used, since they facilitate closed form conditional

distributions, as appearing in (3.6). The purpose of this section is twofold; to brie
y intro-

duce the particular GP model used inGaussEDand to describe how the reparametrisation

trick was performed.

Recall from Section 1.2 that GPs admit conjugate inference, meaning that for a con-

tinuous linear functional � 2 D , the conditional distributions Pf (�j � (f )) are also GPs, with

mean and covariance functions that can be computed in closed form; see Section A.2.2.

For the purpose of performing the reparametrisation trick in (3.7), we require a method

to write a GP, such asf � GP (�; k ), as a deterministic transformation f = � (! ) of a ran-

dom variable ! , such that the distribution of ! does not depend on� or k. However, being

a nonparametric statistical model, an in�nite-dimensional ! will in general be required.

This motivates the use of an accurate �nite-dimensional approximation of a GP at the

outset, i.e. for the prior Pf . A truncated Karhunen{Loeve expansion (see e.g. Theorem

11.4 in Sullivan, 2015) in principle provides such a transformation, however this requires

computation of the eigenfunctions ofk, and linear functionals thereof, which will in general

be di�cult. The solution adopted in GaussEDis to use the �nite-rank GP approximation

introduced in Solin & S•arkk•a (2019). Brie
y, for an isotropic covariance function k, the

prior model f � GP (�; k ) is approximated using a truncated basis expansion of the form

f = � (! ) = � +
mX

i =1

! i � i ; (3.8)

where the ! i � N (0; s(
p

� i )) are jointly independent, s is the spectral density of k (see

Theorem 1.1), and the � i and � i are the corresponding eigenfunctions and eigenvalues

of the Laplacian � over the domain X ; see Chapter A for detail. The approximation

converges asm ! 1 , with small values of m often su�cient for accurate approximation;

see Riutort-Mayol et al. (2020). GaussEDputs the user in control of m, since m is the

principal determinant of computational complexity in the experimental design engine,

aside from the computations involving the latent function f itself.

The advantages of the spectral GP approximation in (3.8) in our setting are twofold:

First, it facilitates the reparametrisation trick, as discussed. Second, it facilitates the

straightforward application of integral and di�erential operators to f , since for generic

domains such asX = [0 ; 1]d the eigenfunctions � i of the Laplacian are simple products

of trigonometric functions, enabling derivatives and integrals of� i to be computed, either

exactly or to 
oating point precision using any standard numerical toolkit. A consequence

of the trigonometric form of the eigenfunctions � i when X = [0 ; 1]d is that � i (x) = 0
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for all x 2 @X . This particular aspect of the Gaussian process model is exploited in

the experiment in Section 3.4.1. Of course, through an a�ne input transformation, one

can transform the domain of the Gaussian process model as [a1; b1] � : : : � [ad; bd] for

any ai < b i , i = 1 ; : : : ; d. Such a�ne input transformations are utilised in each of the

experiments in Section 3.4.

3.2.5 Hyperparameter Estimation

To avoid over-complicated notation, we have until this point assumed that a GP model can

be speci�ed at the outset. In reality this is often not possible, but often one is prepared

to posit a parametric class of GPs whose parameters (calledhyperparameters) are jointly

estimated. In GaussEDthe hyperparmaters of the GP are estimated at each iteration

n � n0 of SED, using the available dataset� n (f ) for some n0 2 N. Maximum likelihood

estimation is employed, facilitated using automatic di�erentiation and Adam (Kingma &

Ba, 2015). The role ofn0 is to guard against over-con�dent inferences, since maximum

likelihood tends to over�t when the dataset is small; see e.g. Chapter 5 of Rasmussen &

Williams (2006b).

3.2.6 Conditioning and Posterior Sampling

We will now both derive and discussGaussED's approach to conditioning and sampling

from the posterior. For completeness, we present the derivation of the conditional distri-

butions of the Gaussian process model detailed in Section 3.2.4. For the sake of generality

we consider a general truncated basis model, which takes the form of

f (�) = � +
mX

i =1

ci � i (�);

where the ci are pairwise independent Gaussian variables and the� i form our basis func-

tions. Suppose that we have a vector ofn continuous linear functionals� n = ( � 1; : : : ; � n )> 2

Dn , such that each � i belong to the design setD (see Section 3.2.1). We form the condi-

tional distribution f j � n (f) as follows, letting c = ( c1; : : : ; cm )> , we have

 
c

� n (f )

!

� N

 

0;

 
K cc K c�

K � c K ��

!!

;

whereK cc = C(c; c) 2 Rm� m , K c� = C(c; � n ) 2 Rm� n , K � c = K >
c� and K �� = C(� n (f ); � n (f )) 2

Rn� n . The conditional distribution can be computed using standard formulae as

cj � n (f ) = � n (f) � N (� � ; � � ) ;
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where

� � = K c� K � 1
�� � n (f) ; (3.9)

� � = K cc � K c� K � 1
�� K � c: (3.10)

Since the components ofc are pairwise independent, we haveK cc = � = diag ( V(c1); : : : ; V(cm )).

Furthermore, since � n is a vector of linear functionals, we have, for eachi 2 f 1; : : : ; ng,

� i f =
mX

j =1

cj � i � j :

Therefore, we have

C(� i f; � j f ) = C

 
mX

k=1

ck � i � k ;
mX

k=1

ck � j � k

!

=
mX

k=1

V(ck )� i � k � j � k

and soK �� = ( � �)�( � �) > , where (� �) ij = � i � j . Finally, we have

C(� i f; c j ) = C

 
mX

k=1

ck � i � k ; cj

!

= V(cj )� i � j

and soK � c = ( � �)�.

In order to sample from the posterior processf (�) j � n (f), we can sample from the con-

ditional distribution cj � n (f) and then utilise the basis expansion off in equation (3.8).

In order to achieve this, we are required to perform a matrix square root of the posterior

covariance matrix � � . When conditioning on exact information, the resulting � � is singu-

lar, rendering the standard approach of Cholesky decomposition unsuitable. Furthermore,

the standard alternative approach of performing a singular value decomposition (SVD) is

unsuitable, since the � � often have repeated singular values. The standard implementa-

tions of automatic di�erentiation of the SVD assumes the uniqueness of the singular values

(Papadopoulo & Lourakis, 2000; Paszkeet al., 2019), leading to numerical instability when

the singular values are close to each other. Although there have been recent e�orts to ad-

dress this (Wang et al., 2021b), the resulting algorithms are computationally prohibitive

in our setting. A simple alternative approach to sample from cj � n (f), that is amenable

to automatic di�erentiation, is to add a small nugget term onto the diagonal of � � and

to then perform Cholesky decomposition. The size of the nugget can be adaptively tuned
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to be as small as possible in order to minimise the numerical error. Regardless, there will

still be associated numerical errors, and so this approach should only be utilised when

automatic di�erentiation involving posterior samples is required.

An alternative method of sampling from f (�) j � n (f) is called Matheron's update rule

(Wilson et al., 2021, Corollary 4). Matheron's update rule takes the form

f (�) j � n (f) d= f (�) + C(f (�); � n (f)) K � 1
�� (� n (f) � � n (f )) : (3.11)

The advantage of Matheron's update rule over the preceding approach is that we are not

required to compute the square root of � � .

In GaussED, we o�er a range of choice over the linear algebra solvers the user can

employ. We also leave open the possibility of the user implementing their own bespoke

solvers. By default in GaussED, and thus in all the experiments in Section 3.4, when

employing sequential experimental design, posterior functions are sampled through Math-

eron's update rule due to its performance advantages and the lack of a need to di�eren-

tiate through a matrix square root. Otherwise, posterior functions can be sampled either

through Matheron's update rule or by sampling cj � n (f ), with the default solver utilising

Cholesky decomposition to invert matrices and SVD to perform matrix square roots.

3.2.7 Optimising the Acquisition Function

As discussed in Section 3.2.3, we utilise stochastic optimisation methodology in order to

optimise the acquisition function. Unfortunately, the acquisition functions often exhibit

multiple local optima, implying that it is unlikely that the optimiser will �nd a global

optima. There are many approaches to reduce this probability, for instance by running

the optimiser at di�erent initialisations until convergence in parallel. In GaussED, the

default approach is to sample uniformly from the design setN 2 N times and then

evaluate the acquisition function at each of theN sample points and proceed to initialise

the optimiser at the best obtained point. This was the approach used in all the experiments

of Section 3.4, with a default N = 200 number of samples.

Furthermore, when the parameterisations of the design sets are a Cartesian products

of d 2 N intervals, which is the case for all experiments in Section 3.4, we perform a

reparameterisation to ensure the parameterisation of the design set isRd. This is achieved

by using a scaled logit function of the form

logit( x; a; b) = log(( x � a)=(b� a)) � log(1 � (x � a)=(b� a)) ;

where, for x; a; b 2 Rd, we consider logit to be applied component-wise.

63



Chapter 3. A Probabilistic Programming Language for Sequential Experimental Design

k = MaternKernel(3, dim=2)

qoi = HilbertGP(k)

obs = Laplace(qoi)

loss = L2(qoi)

d = EvaluationDesign(obs, initial_design)

acq = BayesRisk(qoi, loss, d)

experiment = Experiment(obs, laplace_f, d, acq)

experiment.run(n=150)

Figure 3.1: Example syntax for GaussED.

3.3 Syntax for GaussED

GaussEDis implemented in Python and utilises the automatic di�erentiation capabilities

of PyTorch (Paszke et al., 2019). Source code forGaussEDcan be downloaded from

https://github.com/MatthewAlexanderFisher/GaussED .

The simple syntax of GaussEDis demonstrated in Figure 3.1, where we present the code

used to solve the Poisson's equation considered in Section 3.4.1. In this problem, we are

using evaluations of the Laplacian of a functionf to infer the value of f , subject to boundary

conditions. The syntax of GaussEDconsists of a statistical modelf for f (qoi ), here a

zero mean GP with Mat�ern covariance function (k) and smoothness parameter� = 3, the

Laplacian of f (laplace f ) from which we take observations, the Laplacian off (obs), a

loss (loss ), a design (d) speci�ed with an initial design , and acquisition function (acq).

The acquisition function used here is theBayesRisk acquisition of (3.6), but GaussED

retains the capability for alternative acquisition functions in the event that they can be

user-speci�ed. The experiment object (experiment ) then collates these objects together

to perform n = 150 iterations of SED, whilst automatically optimising hyperparameters

through maximum-likelihood estimation as speci�ed in Section 3.2.5.

3.4 Demonstration

The aim of this section is to highlight the diverse and non-trivial applications that can be

tackled, almost trivially, using GaussED. In all the following experiments, the value of N

and M in the stochastic gradient estimator of the acquisition function (see Section 3.2.3)

are given the default values ofN = 81 and M = 9. These values were selected because

they were among the smallest values for which stochastic optimisation was routinely suc-

cessful. Furthermore, in all the following experiments, we utilised the adaptive moment
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estimation (Adam; Kingma & Ba, 2015) stochastic optimisation methodology, with the

default learning rate 0:1 and used 1000 iterations of Adam per step of SED. Other choices

of stochastic optimisation methodology are investigated in Section B.2.1. Finally, in all the

following experiments, Adam was used to optimise the hyperparameters of the Gaussian

models, with learning rate 10� 3 and we used 1000 iterations of Adam per step of SED.

For completeness, theGaussEDcode used to run the experiments in Section 3.4.2 and

Section 3.4.3 are presented and discussed in Section C.1 and Section C.2 respectively.

3.4.1 Probabilistic Numerical Solution of PDEs

Our �rst example concerns the probabilistic numerical solution of Poisson's equation with

Dirichlet boundary conditions. SED for such problems was investigated with bespoke code

in Cockayne et al. (2016). The PDE we consider is de�ned onX = [ � 1; 1]2 and takes the

form

� f(x) = g(x); x 2 X ;

f(x) = 0 ; x 2 @X :

Our quantity of interest is the solution f and we compute this solution using evaluations

from an expensive, black-box sourceg. For this demonstration we took

g(x) = � 320jx3
1 expf� (3:2x1)2 � (10x2 � 5)2gj:

The latent f was modelled as a GPf with zero-mean and Mat�ern covariance with smooth-

ness parameter� = 3 :5 and with m = 302 basis functions. This smoothness parameter

was chosen to ensure the corresponding GP samples are almost surely contained inC3(X ),

implying the evaluations of the Laplacian of f are continuous linear functionals (see Sec-

tion A.2.3). In order to enforce the boundary conditions of the PDE, utilising an a�ne

input transformation Section 3.2.4, we speci�ed the domain of the Gaussian processf as

[� 1; 1]2.

Since the quantity of interest was the function f, the loss takes the form

L(g; g0) = kg � g0k2 =
Z

X
jg(x) � g0(x)j2 dx:

Since there is not a closed-form solution to this integral wheng is a Gaussian process, we

proceed by approximating the integral through a cubature rule. For this experiment, we

performed a Riemann sum over a uniform 15� 15 grid over the domain X = [ � 1; 1]2.

Following the methodology of Section 3.2.5, to prevent over�tting the amplitude � and

lengthscale`, we only began optimising the hyperparameters aftern0 = 10 iterations of

SED. The initial parameter values were taken as� = 1 and ` = 0 :2.
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(a) (b) (c)

Figure 3.2: Contour plot of g with the design points determined by SED overlaid (a), the posterior
mean function of f conditioned on data determined by SED (b). In (c), we plot the log of the �ll
distance against the log of the number of points gathered up to stepn of SED. The blue line is of
gradient � 1=2, representing the optimal convergence rate of �ll distance FD.

The design setD, parameterised byx 2 X , consists of functionals of the form� (f) =

� f(x). Results are shown in Figure 3.2 and took 571 minutes to obtain, using the 8 lines

of code, excluding whitespace, shown in Figure 3.1.

In Wendland (2004) and Novak & Wo�zniakowski (2010), it was established that the

error between the posterior mean of a stationary GP and the corresponding latent function

is sharply upper-bounded by the�ll distance of the design. The �ll distance, FD, provides

a measure on how a given set of points �lls space. For a bounded setX , it is de�ned as

follows:

FD( f x i gn
i =1 ; X ) := sup

x2X

�
min

i 2f 1;:::;n g
kx � x i k

�
:

For a set of n points in X � R2, the minimal �ll distance is of order O(n� 1=2). In

Figure 3.2c, for each iteration of SED, we report the �ll distance of the design. It can,

therefore, be seen that the space �lling nature of the design roughly obtains the optimal

rate of convergence, thus validating our SED methodology.

3.4.2 Tomographic Reconstruction

Our next example is that of tomographic reconstruction (Mersereau & Oppenheim, 1974),

where, for a given latent function f : X ! R, where X = [ � 1; 1]2, we seek to reconstruct

f using line-integral data of the form

� (f) =
Z b

a
f (r (x))

�
�r 0(x)

�
� dx;

where r is a parameterisation of a lineL = f mx + cj m 2 Sd� 1; x 2 R; c 2 Rdg \ X , such

that jr 0(x)j = jmj = 1 and r (a) and r (b) are the endpoints ofL . SED for this problem was

66



Chapter 3. A Probabilistic Programming Language for Sequential Experimental Design

recently addressed, using bespoke code, in Burgeret al. (2021) and Helin et al. (2021).

We consider a toy example, the tomographic reconstruction of a circlef : X ! R,

de�ned as

f(x) =

8
<

:
1; when kx � (0:4; 0:4)k < 0:3;

0; otherwise:

Due to the non-stationary nature of the quantity of interest, we take our statistical model

f of f as a non-stationary Gaussian process model, withm = 282 basis functions de�ned on

the domain [� 1:1; 1:1]2. We took our statistical model f as a non-stationary Gaussian pro-

cess: a spatial deformation (see Section 1.2.2) of a mean-zero GP with Mat�ern covariance

with smoothness parameter� = 2 :5. The spatial deformation used is constructed using

the CDF of a mixture distribution supported on the domain [ � a; a], where we takea = 1 :1

in the experiment. Consider the following CDF with parameters � = ( w1; w2; �; � 2),

P� (x) = w1 (x=a + 1) =2 + w2�( T(x); �; � 2);

where w1 and w2 are non-negative constants satisfyingw1 + w2 = 1, �( � ; �; � 2) is the

CDF of a normal distribution with mean � and variance � 2, and T is a scaled sigmoidal

transform of the form

T(x) = 2 a
exp(x)

exp(x) + 1
� a:

This transformation ensures that P� (� a) = 0 and P� (a) = 1. The above CDF corre-

sponds to a mixture distribution consisting of a U(� a; a) random variable and a trans-

formed Gaussian variable with density function T0(�)� (T(�); �; � 2), where � (� ; �; � 2) is the

density function of a normal distribution with mean � and variance � 2. Our full spatial

deformation S : [� 1:1; 1:1]2 ! [� 1:1; 1:1]2, then takes the full form

S : (x; y) 7!
�
2:2P� x (x) � 1:1; 2:2P� y (y) � 1:1

�
;

where now � x and � y are dimension dependent parameters. The hyperparameters of the

Gaussian process, therefore, consist of� = ( �; `; � x ; � y).

Since the quantity of interest was f, the loss again takes the form

L(g; g0) = kg � g0k2 =
Z

X
jg(x) � g0(x)j2 dx:

We follow the same approach of Section 3.4.1 and approximate the integral through a

Riemann sum, now over a uniform 25� 25 grid over the domain (� 1; 1)2.

Again, following the methodology of Section 3.2.5, to prevent over�tting the amplitude

� and lengthscalè , we only began optimising the hyperparameters aftern0 = 10 iterations

of SED. The initial parameter values were taken as� = 1 and ` = 0 :1.
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Figure 3.3: Results for Tomographic reconstruction. The top row displays the obtained designs,
overlaying a contour plot of the quantity of interest f . Each translucent red bar indicates the
region over which the 9 line integrals were computed. The bottom row displays the corresponding
contour plots of the posterior mean. The �rst three columns display the SED output at steps
n = 1 ; 10; 25 of the non-stationary Gaussian model, the fourth column displays the SED output at
step n = 25 of a stationary Gaussian model and the �fth column displays the output of picking a
random design with a stationary Gaussian model.

For this demonstration, following the approach of (Burger et al., 2021), the SED was

parameterised by (�; x; y ). This determines a set of 9 parallel lines, centered at (x; y) 2

[� 1; 1]2, over which we observe the line integrals off over. Each of these lines are of

perpendicular distance 0:03 from another and of gradient tan(� ). Note that, at each

iteration of SED, we evaluate 9 elements from the design setD.

Results are shown in Figure 3.3 and took 110 minutes to obtain, using the 32 lines

of code contained in Section C.1. The non-stationary results are compared against a

stationary model with either a design determined through SED, or a randomly chosen

design. It can be seen that the obtained designs for the non-stationary and stationary

approach possess similar, space �lling properties, indicating the introduction of a non-

stationary GP was unimportant in the SED.

3.4.3 Gradient-Based Bayesian Optimisation for Maximum Likelihood

In many settings of emulation, the latent function is a likelihood arising from some com-

putationally prohibitive system of di�erential equations where the target of interest is the

maximum-likelihood estimate. Our next example is parameter inference for a non-trivial
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likelihood arising from a standard Lotka{Volterra model of the form

dp
dt

= �p � �pq;

dq
dt

= �pq � 
q;
(3.12)

wherep(t); q(t) > 0 are the predator and prey populations respectively at timet and �; �; 


and � are free parameters to be inferred. For the purposes of this thesis and in order to

visually inspect the resulting designs, we consider inferring only� and � from a noisy

perturbed Gaussian dataset, which we collect in a single parameter vector� = ( �; � ). The

remaining parameters,
 and � , are then taken as �xed. Our latent function f : X ! R is

then the corresponding log-likelihood function, denoted logL and our quantity of interest

is q(log L) = max � 2X logL(� ). We also assume that the scorer � logL(� ) of the likelihood

L is also available. Therefore, the design setD consists of evaluations� (log L) = log L

and evaluations of the gradient � (log L) = r � logL .

Synthetic data (pi ; qi )51
i =1 was generated at timest = 0 ; 1; : : : ; 50 by perturbing the so-

lution of the Lotka-Volterra model, with parameter values ( �; �; 
; � ) = (0 :5; 0:1; 0:3; 0:1),

with mean-zero Gaussian errors with variance� 2 = 0 :052. The data used for the log-

likelihood and the corresponding true solution with (�; �; 
; � ) = (0 :5; 0:1; 0:3; 0:1) is dis-

played in Figure 3.4.

Figure 3.4: Solution of the Lotka-Volterra model with parameter values � = (0 :5; 0:1; 0:3; 0:1) with
the synthetic data y = ( pi ; qi )51

i =1 used in the log-likelihood overlaid.

The latent f was modelled as a GPf with zero-mean and Mat�ern covariance, with

smoothness parameter� = 3 and m = 352 basis functions. Utilising an a�ne input

transformation, we took the domain of the GP as [0:4; 0:95] � [0:04; 0:55].

Since the quantity of interest is q(log L) = max (�;� )2X logL , our loss function takes
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(a) (b)

Figure 3.5: Contour plot of the posterior mean function (a), and the target log-likelihood (b) with
the design points determined by sequential design overlaid. The color of the design points in (b)
is determined by the order by which they were selected by the sequential experimental design.

the form

L(g; g0) =

�
�
�
� max
(�;� )2X

(g(�; � )) � max
(�;� )2X

�
g0(�; � )

�
�
�
�
�

2

:

Since this does not have have a closed form solution wheng is a Gaussian process, we

used a grid-based optimiser using a uniform 40� 40 grid over the domain of interest

[0:45; 0:9] � [0:09; 0:5].

We began optimising the hyperparameters� at step n0 = 0. The initial parameter

values parameter values were taken as� = 1, ` = 0 :1. � x = (1 ; 0; 0; 1) and � y = (1 ; 0; 0; 1),

thus specifying the initial spatial deformation as the identity function.

For this demonstration, the SED was parameterised by� 0 2 X , which determines

the observation (logL(� 0); r � L(� 0)). At each iteration of SED, we therefore evaluate 3

elements from the design setD. Through a sensitivity analysis of the quantity of interest,

the domain X , over which we optimise, was taken asX = [0 :45; 0:9] � [0:09; 0:5]. This was

due to numerical instability in the solver at more extreme values of� and � .

Results are shown in Figure 3.5 and compared to standard non-probabilistic �rst order

optimisation methods, gradient ascent and L-BFGS (Nocedal, 1980), in Figure 3.6. In

order to compare the methodology fairly, we initialised all algorithms at the midpoint of

the domain X . We ran the sequential experimental design forn = 30 iterations and the

results took 97 minutes to obtain, using the 17 lines of code contained in Section C.2.

It can be seen from Figure 3.6a, that Bayesian optimisation obtains the maximum

within 11 evaluations of the quantity of interest, whereas the non-probabilistic approaches

fail to �nd the optimum within 30 evaluations. Therefore, it is clear that Bayesian op-
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(a) (b)

Figure 3.6: Convergence analysis of di�erent optimisation approaches. The left panel (a) displays
the maximum value obtained at each iteration of optimisation methodology, with the horizontal
dotted line indicating the true optimum value. The right panel (b) displays the coordinate position
of the obtained maximum value, where the colored6 symbols indicate the coordinate position of
the obtained maximum value at termination. For Bayesian optimisation, the maximum of the
posterior mean is reported.

timisation, with gradient data, outperforms the �rst order optimisation methods, under

the regime of a limited number of available evaluations of the quantity of interest. Fur-

thermore, the obtained design in Figure 3.5b lacks the space-�lling nature of the previous

stationary examples, due to the non-linear nature of the quantity of interest.

3.5 Discussion

This chapter introduced GaussED, a simple PPL coupled to a powerful engine for SED.

In doing so we solved two open problems in PPL for SED: (P1) allowing for general

continuous linear functional data, and (P2) removing the requirement for an acquisition

function to be speci�ed. To achieve (P1), recent advances in the spectral approximation of

GPs were exploited, while for (P2) a decision-theoretic approach was proposed, requiring

only a loss function at the level of their quantity of interest (the speci�cation of which,

compared to the design of an acquisition function, is comparatively straightforward).

Experiments illustrated the diverse applications that can be automatically solved using

GaussED. However, automation of SED comes at a cost, andGaussEDis restricted both

to linear data and to GP models, in terms of the datasets and statistical models that can

be considered. The introduction of additional 
exibility in these two respects is left as a

topic for further work.
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Measure Transport with Kernel

Stein Discrepancy

Measure transport underpins several recent algorithms for posterior approximation in the

Bayesian context, wherein a transport map is sought to minimise the Kullback{Leibler

divergence (KLD) from the posterior to the approximation. The KLD is a strong mode of

convergence, requiring absolute continuity of measures and placing restrictions on which

transport maps can be permitted. Here we propose to minimise a kernel Stein discrep-

ancy (KSD) instead, requiring only that the set of transport maps is dense in anL 2 sense

and demonstrating how this condition can be validated. The consistency of the associ-

ated posterior approximation is established and empirical results suggest that KSD is a

competitive and more 
exible alternative to KLD for measure transport.

4.1 Introduction

A popular and constructive approach to approximation of complicated distributions is to

learn a transformation from a simpler reference distribution. Within machine learning,

neural networks are often used to provide 
exible families of transformations which can be

optimised by stochastic gradient descent on a suitable objective, withvariational autoen-

coders (Kingma & Welling, 2013b; Rezendeet al., 2014), generative adversarial networks

(Goodfellow et al., 2014),generative moment matching networks(Li et al., 2015; Dziugaite

et al., 2015) andnormalizing 
ows (Rezende & Mohamed, 2015; Kingmaet al., 2016; Dinh

et al., 2016; Papamakarioset al., 2019; Kobyzevet al., 2020) all �tting in this framework.

The principal application for such generative models isdistribution estimation ; samples are

provided from the target distribution and the task is to �t a distribution to these samples.

Parallel developments within applied mathematics view the transformation as atransport

map performing measure transport (Marzouk et al., 2016; Parno & Marzouk, 2018). The
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principal application for measure transport is posterior approximation; an un-normalised

density function de�nes the complicated distribution and the task is to approximate it.

In this chapter we study posterior approximation, noting that the 
exible transformations

developed in the machine learning literature can also be applied to this task.

Measure transport provides a powerful computational tool for Bayesian inference in set-

tings that can be challenging for standard approaches, such as Markov chain Monte Carlo

(MCMC) or mean �eld variational inference. For example, even sophisticated MCMC

methods can fail when a posterior is concentrated around a sub-manifold of the parameter

space (Livingstone & Zanella, 2019; Auet al., 2020), while it can be relatively straight-

forward to de�ne a transport map whose image is the sub-manifold (Parno & Marzouk,

2018; Brehmer & Cranmer, 2020). Likewise, mean �eld variational inference methods can

perform poorly in this context, since independence assumptions can be strongly violated

(Blei et al., 2017).

Let Y be a measurable space equipped with a probability measureP, representing

the posterior to be approximated. The task that we consider in this chapter is to elicit

a second measurable spaceX , equipped with a probability measure Q, and a measurable

function T : X ! Y , such that the push-forward T# Q (i.e. the measure produced by

applying T to samples fromQ) approximates P, in a sense to be speci�ed. It is further

desired that Q should be a \simple" distribution that is easily sampled. In contrast to

the literature on normalising 
ows, it is not stipulated that T should be a bijection, since

we wish to allow for situations whereX and Y have di�erent cardinalities or where P is

supported on a sub-manifold.

A natural starting point is a notion of discrepancy D(P1; P2) between two probability

measures,P1 and P2, on Y, with the property that D(P1; P2) = 0 if and only if P1 and P2

are equal. Then one selects a measurable spaceX and associated probability measureQ

and seeks a solution to

arg min
T 2T

D(P; T# Q); (4.1)

over a suitable setT of measurable functions fromX to Y. A popular choice of D is the

Kullback-Leibler divergence (KLD), giving rise to variational inference (Blei et al., 2017;

Agrawal et al., 2020), but other discrepancies can be considered (Ranganathet al., 2016).

The problem in (4.1) can be augmented to include also the selection ofX and Q, if desired.

The solution of (4.1) provides an approximation to P whose quality will depend on

the set T and the discrepancyD. This motivates us to consider the choice ofT and D,

taking into account considerations that go beyond computational tractability. For exam-

ple, a desirable property would be that, for a sequence of probability measures (Pn )n2 N, if

D(P; Pn ) ! 0 then Pn ! P in some suitable sense. ForD = DKL , the KLD 1, it holds that

1We use the notation DKL (P; Q) := KL( QjjP ).
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DKL (P; Pn ) ! 0 implies Pn converges toP in total variation , from Pinsker's inequality

(Tsybakov, 2009). This is a strong mode of convergence, requiring absolute continuity

of measures that may be di�cult to ensure when the posterior is concentrated near to

a sub-manifold. Accordingly, the use of KLD for measure transport places strong and

potentially impractical restrictions on which maps T are permitted (e.g. Marzouk et al.,

2016; Parno & Marzouk, 2018, required thatT is a di�eomorphism with det r T > 0 on

X ). This motivates us in this chapter to consider the use of an alternative discrepancy

D, corresponding to a weaker mode of convergence, for posterior approximation using

measure transport. The advantage of discrepancy measures inducing weaker modes of

convergence has also motivated recent developments in generative adversarial networks

(Arjovsky et al., 2017).

Our contributions are as follows:

ˆ We propose kernel Stein discrepancy (KSD) as an alternative to KLD for posterior

approximation using measure transport, showing that KSD renders (4.1) tractable

for standard stochastic optimisation methods (Proposition 4.1).

ˆ Using properties of KSD we are able to establish consistency under explicit and

veri�able assumptions on P, Q and T (Theorem 4.2).

ˆ Our theoretical assumptions are weak { we do not even requireT to be a bijection

{ and are veri�ed for a particular class of neural network (Proposition 4.3). In

particular, we do not require Q and P to be de�ned on the same space, allowing

quite 
exible mappings T to be constructed.

ˆ Empirical results support KSD as a competitive alternative to KLD for measure

transport.

Earlier work on this topic appears limited to Hu et al. (2018), who trained a neural

network with KSD. Here we consider general transport maps and we establish consistency

of the method, which these earlier authors did not. We note also that gradient 
ows

provide an alternative (implicit) approach to measure transport (Liu & Wang, 2016).

Outline: The remainder of the chapter is structured as follows: Section 4.2 intro-

duces measure transport using KSD, Section 4.3 contains theoretical analysis for this

new method, Section 4.5 presents a detailed empirical assessment and Section 4.6 contains

a discussion of our main �ndings.
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4.2 Methods

This section introduces measure transport using KSD. In Section 4.2.1 and Section 4.2.2 we

recall mathematical de�nitions from measure transport and Hilbert spaces, respectively;

in Section 4.2.3 we recall the de�nition and properties of KSD; in Section 4.2.4 we formally

de�ne our proposed method, and in Section 4.2.5 we present some parametric familiesT

that can be employed.

Notation: The set of probability measures on a measurable spaceX is denoted P(X )

and a point mass at x 2 X is denoted � (x) 2 P (X ). For P 2 P (X ) let L q(P) := f f :

X ! R :
R

jf jqdP < 1g . For P 2 P (Rd) and (Pn )n2 N � P (Rd), let Pn ) P denote weak

convergence of the sequence of measures (Pn )n2 N to P. The Euclidean norm on Rn is

denoted k � k. Partial derivatives are denoted @x . For a function f : Rn ! R the gradient

is de�ned as [r f ]i = @x i f . For a function f = ( f 1; : : : ; f m ) : Rn ! Rm , the divergence is

de�ned as r � f =
P n

i =1 @x i f i .

Our main results in this chapter concern the Euclidean spaceRd, but in some parts

of the chapter, such as Section 4.2.1, it is possible to state de�nitions at a greater level of

generality at no additional e�ort - in such situations we do so.

4.2.1 Measure Transport

A Borel space X is a topological space equipped with its Borel� -algebra, denoted � X .

Throughout this chapter we restrict attention to Borel spaces X and Y. Let Q 2 P (X )

and P 2 P (Y). In the parlance of measure transport,Q is the reference and P the target.

Let T : X ! Y be a measurable function and de�ne thepushforward of Q through T as

the probability measure T# Q 2 P (Y) that assigns mass (T# Q)(A) = Q(T � 1(A)) to each

A 2 � Y . Here T � 1(A) = f x 2 X : T(x) 2 Ag denotes the pre-image ofA under T. Such

a function T is called atransport map from Q to P if T# Q = P.

Faced with a complicated distribution P, if one can expressP using a transport map

T and a distribution Q that can be sampled, then samples fromP can be generated by

applying T to samples from Q. This idea underpins elementary methods for numerical

simulation of random variables (Devroye, 2013, Section 2.2). However, in posterior ap-

proximation it will not typically be straightforward to identify a transport map and at

best one can seek anapproximate transport map, for which T# Q approximates P in some

sense to be speci�ed. In this chapter we seek approximations in the sense of KSD, which

is formally introduced in Section 4.2.3 and requires concepts in Section 4.2.2, next.
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4.2.2 Hilbert Spaces

A Hilbert space H is a complete inner product space; in this chapter we use subscripts,

such ash�; �i H , to denote the associated inner product. Given two Hilbert spacesG, H ,

the Cartesian product G � H is again a Hilbert space equipped with the inner product

h(g1; h1); (g2; h2)i G�H := hg1; g2i G + hh1; h2i H . In what follows we let B(H) := f h 2 H :

hh; hi H � 1g denote the unit ball in a Hilbert space H.

From the Moore{Aronszajn theorem (Aronszajn, 1950), any symmetric positive def-

inite function k : Y � Y ! R de�nes a unique reproducing kernel Hilbert spaceof real-

valued functions on Y, denoted H k and with inner-product denoted h�; �i H k . Indeed, H k

is a Hilbert space characterised by the properties (i)k(�; y) 2 H k for all y 2 Y , (ii)

hh; k(�; y)i H k = h(y) for all h 2 H k , y 2 Y . Reproducing kernels are central to KSD, as

described next.

4.2.3 Kernel Stein Discrepancy

Stein discrepancies were introduced in Gorham & Mackey (2015) to provide a notion of

discrepancy that is computable in the Bayesian statistical context. In this chapter we

focus on so-calledkernel Stein discrepancy(KSD; Liu et al., 2016; Chwialkowski et al.,

2016; Gorham & Mackey, 2017) since this has lower computational overhead compared to

the original proposal of Gorham & Mackey (2015).

The construction of KSD relies on Stein's method (Stein, 1972) where, for a possibly

complicated probability measure P 2 P (Y) of interest, one identi�es a Stein set F and a

Stein operator A P , such that A P acts on elementsf 2 F to return functions A P f : Y ! R

with the property that

P0 = P i� EY � P 0[(A P f )(Y )] = 0 8f 2 F ; (4.2)

for all P0 2 P (Y). A Stein discrepancy uses the extent to which (4.2) is violated to

quantify the discrepancy betweenP0 and P:

DS(P; P0) := sup
f 2F

jEY � P 0[(A P f )(Y )]j:

Note that DS is not symmetric in its arguments. For Y = Rd and suitably regular P, which

admits a positive and di�erentiable density function p, Liu et al. (2016); Chwialkowski

et al. (2016) showed that one may takeF to be a set of smooth vector �eldsf : Rd ! Rd

and A P to be a carefully chosen di�erential operator on Rd. More precisely, and letting

sp := r logp, we have Theorem 4.1 below, which is due to Gorham & Mackey (2017,

Theorem 7):

76



Chapter 4. Measure Transport with Kernel Stein Discrepancy

De�nition 4.1 (Eberle (2015)). A probability measure P 2 P (Rd) is called distantly

dissipative if lim inf r !1 � (r ) > 0, where

� (r ) := � r � 2 inf kx� yk= r hsp(x) � sp(y); x � yi :

Theorem 4.1. Suppose thatP 2 P (Rd) is distantly dissipative. For some c > 0, ` > 0

and � 2 (� 1; 0), let

F := B
� Q d

i =1 H k

�
; k(x; y) := ( c2 + kx� y

` k2) � ; (4.3)

A P f := f � r logp + r � f: (4.4)

Then (4.2) holds. Moreover, if DS(P; Pn ) ! 0, then Pn ) P.

The kernel k appearing in (4.3) is called theinverse multi-quadric kernel. It is known

that the elements of H k are smooth functions, which justi�es the application of the di�er-

ential operator. The last part of Theorem 4.1 clari�es why KSD is useful; convergence in

KSD controls the standard notion of weak convergence of measures toP.

KSD, in contrast to KLD, is well-de�ned when the approximating measure P0 and

the target P di�er in their support. Moreover, in some situations KSD can be exactly

computed: from Liu et al. (2016, Theorem 3.6) or equivalently Chwialkowskiet al. (2016,

Theorem 2.1),

DS(P; P0) =
q

EY;Y 0� P 0[up(Y; Y0)] (4.5)

up(y; y0) := sp(y)> k(y; y0)sp(y0) + sp(y)> r y0k(y; y0)

+ r yk(y; y0)> sp(y0) + r y � r y0k(y; y0): (4.6)

It follows that KSD can be exactly computed wheneverP0 has a �nite support and sp can

be evaluated on this support:

DS
�
P; 1

n

P n
i =1 � (yi )

�
=

q
1

n2

P n
i;j =1 up(yi ; yj ): (4.7)

Computation of (4.7) can proceed with p available up to an unknown normalisation con-

stant, facilitating application in the Bayesian context. Now we are in a position to present

our proposed method.

4.2.4 Measure Transport with KSD

Our proposed method for posterior approximation is simply stated at a high level; we

attempt to solve (4.1) with D = DS and over a setT of candidate functions T � : X ! Y
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indexed by a �nite-dimensional parameter � 2 �. That is, we aim to solve

arg min
� 2 �

DS(P; T �
# Q): (4.8)

Discussion of the choice ofT is deferred until Section 4.2.5. Compared to previous ap-

proaches to measure transport using KLD (Rezende & Mohamed, 2015; Kingmaet al.,

2016; Marzouket al., 2016; Parno & Marzouk, 2018), KSD is arguably more computation-

ally and theoretically tractable; the computational aspects will now be described.

The solution of (4.8) is equivalent to minimisation of the function F (� ) := DS(P; T �
# Q)2

over � 2 �. In order to employ state-of-the-art algorithms for stochastic optimisation, an

unbiased estimator for the gradient r � F (� ) is required. A naive starting point would be

to di�erentiate the expression for the KSD of an empirical measure in (4.7), however the

resulting V-statistic is biased. Under weak conditions, we establish instead the following

unbiased estimator (aU-statistic ) for the gradient:

Proposition 4.1. Let � � Rp be an open set. Assume that8� 2 �

(A1) (x; x 0) 7! up(T � (x); T � (x0)) is measurable;

(A2) EX;X 0� Q
�
jup(T � (X ); T � (X 0)) j

�
< 1 ;

(A3) EX;X 0� Q
�
kr � up(T � (X ); T � (X 0))k

�
< 1 ;

and that 8x; x 0 2 X ,

(A4) � 7! r � up(T � (x); T � (x0)) is continuous.

Then 8� 2 �

r � F (� ) = E
h

1
n(n� 1)

P

i 6= j
r � up(T � (x i ); T � (x j ))

i
; (4.9)

where the expectation is taken with respect to independent samplesx1; : : : ; xn � Q.

All proofs are contained in Section 4.4. The assumptions onup amount to assumptions

on T, p and k, by virtue of (4.6). It is not di�cult to �nd explicit assumptions on T, p and

k that imply (A1-4), but these may be stronger than required and we prefer to present

the most general result.

Armed with an unbiased estimator of the gradient, we can employ a stochastic opti-

misation approach, such as stochastic gradient descent (SGD; Robbins & Monro, 1951b)

or adaptive moment estimation (Adam; Kingma & Ba, 2015). See Kushner & Yin (2003);

Ruder (2016). For the results reported in the main text we used Adam, but other choices

were investigated (see Section B.3.1).

78



Chapter 4. Measure Transport with Kernel Stein Discrepancy

4.2.5 Parametric Transport Maps

In this section we describe some existing classes of transport mapT : X ! Y that are

compatible with KSD measure transport. From Proposition 4.1 we see that measure

transport using KSD does not impose strong assumptions on the transport map. Indeed,

compared to KLD (Rezende & Mohamed, 2015; Kingmaet al., 2016; Marzouket al., 2016;

Parno & Marzouk, 2018) we do not require that T is a di�eomorphism (T need not even

be continuous, nor a bijection), making our framework considerably more general. This

additional 
exibility may allow measure to be transported more e�ciently, using simpler

maps. That being said, if one wishes to compute the density ofT# Q (in addition to

sampling from T# Q), then a di�eomorphism, along with the usual change-of-variables

formula, should be used.

Triangular Maps: Rosenblatt (1952) and Knotheet al. (1957) observed that, forP; Q 2

P(Rd) admitting densities, a transport map T : Rd ! Rd can without loss of generality

be sought in the triangular form

T(x) = ( T1(x1); T2(x1; x2); : : : ; Td(x1; : : : ; xd)) ; (4.10)

where eachTi : Ri ! R and x = ( x1; : : : ; xd) (Bogachev et al., 2005, Lemma 2.1). The

triangular form was used in Marzouk et al. (2016); Parno & Marzouk (2018), since the

Jacobian determinant, that is required when using KLD (but not KSD), can exploit the

fact that r T is triangular to maintain linear complexity in d.

Maps from Measure Transport: In the context of a triangular map T = ( T1; : : : ; Td),

Marzouk et al. (2016) and Parno & Marzouk (2018) considered several parametric mod-

els for the componentsTi , including polynomials, radial basis functions and monotone

parameterisations of the form

Ti (x1; : : : ; x i ) = f i (x1; : : : ; x i � 1) +
Z x i

0
exp(gi (x1; : : : ; x i � 1; y)) dy;

for functions f i : Ri � 1 ! R and gi : Ri ! R. The monotone parameterisation ensures

that det r T > 0 on Rd, which facilitates computation of the density of T# P, as required

for KLD 2.

Maps from Normalising Flows: The principal application of normalising 
ows is

density estimation (Papamakarios et al., 2019; Kobyzevet al., 2020), but the paramet-

ric families of transport map used in this literature can also be used for posterior ap-
2For polynomials and radial basis functions, these authors only enforced detr T > 0 locally, introducing

an additional approximation error in evaluation of KLD; such issues do not arise with KSD.
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proximation (Rezende & Mohamed, 2015). A normalising 
ow is required to be a dif-

feomorphism T : Rd ! Rd with the property that the density of T# Q can be com-

puted. A popular choice that exploits the triangular form (4.10) is an autoregressive 
ow

Ti (x) = � (ci (x1; : : : ; x i � 1); x i ), where � is a monotonic transformation of x i parameterised

by ci , e.g. an a�ne transformation Ti (x) = � i x i + � i where ci outputs � i 6= 0 and � i .

For instance, Kingma et al. (2016) proposedinverse autoregressive 
ows(IAF), taking

T(x) = � + exp( � ) � x. Here � is elementwise multiplication and � and � are vectors

output by an autoregressive neural network: one designed so that� i ; � i depend onx only

through x j for j < i . In Huang et al. (2018), � was the output of a monotonic neural net-

work and the resulting 
ow was called a neural autoregressive 
ow (NAF). Compositions

of normalising 
ows can also be considered, of the form

T = T (n) � � � � � T (1) (4.11)

where eachT (i ) is itself a normalising 
ow e.g. a IAF. For instance, Dinh et al. (2014)

proposed usingcoupling layers of the form T (i ) (x) = ( h(x1; : : : ; xr ); xr +1 ; : : : ; xd), where

r < d and h : Rr ! Rr is a bijection. These only update the �rst r components ofx, so

they are typically composed with permutations.

Regardless of the provenance of a transport mapT, all free parameters ofT are collec-

tively denoted � , and are to be estimated. The suitability of a parametric set of candidate

maps in combination with KSD is studied both empirically in Section 4.5 and theoretically,

next.

4.3 Theoretical Assessment

In Section 4.3.1 we a�rm basic conditions on P and Q for a transport map to exist. In

Section 4.3.2 we establish su�cient conditions for the consistency of our method and in

Section 4.3.3 we consider a particular class of transport maps based on neural networks,

to demonstrate how our conditions on the transport map can be explicitly validated. All

proofs are contained in Section 4.4.

4.3.1 Existence of an L2 Transport Map

For a complete separable metric spaceX , recall that the Wasserstein spaceof order p � 1

is de�ned by taking some x0 2 X and

Pp(X ) :=
�

P 2 P (X ) :
R

dist(x; x 0)p dP(x) < 1
	

;
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where the de�nition is in fact independent of the choice ofx0 2 X (Villani, 2009, De�nition

6.4). For existence of a transport map, we make the following assumptions onP and Q:

Assumption 1 (Assumptions on Q). The reference measureQ 2 P (X ), where X is a

complete separable metric space, andQ(f xg) = 0 for all x 2 X .

Assumption 2 (Assumptions on P). The target measure P 2 P 2(Rd) has a strictly

positive density p on Rd.

These assumptions guarantee the existence of a transport map withL 2 regularity, as

shown in the following result:

Proposition 4.2. If Assumptions 1 and 2 hold, then there exists a transport mapT 2
Q d

i =1 L 2(Q) such that T# Q = P.

Of course, such a transport map will not be unique in general.

4.3.2 Consistent Posterior Approximation

The setting for our theoretical analysis considers a sequence (Tn )n2 N of parametric classes

of transport map, where intuitively Tn provides a more 
exible class of map asn is in-

creased. For example,Tn could represent the class of triangular maps comprising ofnth

order polynomials, or a class of normalising 
ows comprising ofn layers in (4.11).

Assumption 3 (Assumptions on Tn ). There exists a subsetT �
Q d

i =1 L 2(Q) containing

an element T 2 T for which T# Q = P. The sequence (Tn )n2 N satis�es Tn � T with

Tn � T m for n � m and T1 := lim n!1 Tn is a dense set inT .

Proposition 4.2 provides su�cient conditions for the set T in Assumption 3 to exist;

the additional content of Assumption 3 ensures that T1 is rich enough to consistently

approximate an exact transport map, in principle at least. Next, we state our consistency

result:

Theorem 4.2. Let Assumptions 1 to 3 hold. Further suppose thatP is distantly dis-

sipative, with r logp Lipschitz and EX � P [kr logp(X )k2] < 1 . Suppose thatTn 2 Tn

satis�es

DS(P; (Tn )# Q) � inf
T 2T n

DS(P; T# Q) n!1! 0; (4.12)

with DS de�ned in Theorem 4.1. Then (Tn )# Q ) P.

The statement in (4.12) accommodates the reality that, although �nding the global

optimum T 2 Tn will typically be impractical, one can realistically expect to �nd an

elementTn that achieves an almost-as-low value of KSD, e.g. using a stochastic optimisa-

tion method. To our knowledge, no comparable consistency guarantees exist for measure

transport using KLD.
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4.3.3 Validating our Assumptions on Tn

Recall that earlier work on measure transport placed strong restrictions on the set of maps

Tn , requiring each map to be a di�eomorphism with non-vanishing Jacobian determinant.

In contrast, our assumptions on Tn are almost trivial; we do not require smoothness

and there is not a bijection requirement. Our assumptions can be satis�edin principle

whenever X is a complete separable metric space, since then
Q d

i =1 L 2(Q) is separable

(Cohn, 2013, Proposition 3.4.5) and admits an orthogonal basisf � i gi 2 N, so we may take

Tn = spanf � 1; : : : ; � ng for Assumption 3 to hold. In practice we are able to verify As-

sumption 3 for quite non-trivial classes of mapTn . To demonstrate, one such example is

presented next, similar to that considered in Lu & Lu (2020):

We consider deep neural networks with multi-layer perceptron architecture and ReLU

activation functions. Recall the recti�ed linear unit activation function � (x) = max(0 ; x),

which we consider to be applied componentwise whenx 2 Rd.

De�nition 4.2 (Deep ReLU Neural Network). A deep ReLU neural networkwith l hidden

layers from Rp to Rd is a function f : Rp ! Rd of the form

f = Fl+1 � � � Fl � � � � � F2 � � � F1

where Fi : Rwi � 1 ! Rwi , i = 1 ; : : : ; l , is an a�ne transformation, Fl+1 : Rwl ! Rwl +1 is a

linear transformation, w0 = p is the input dimension, wl+1 = d is the output dimension,

and wi 2 N, i = 1 ; : : : ; l , is the width of the i th hidden layer. The set of all deep ReLU neu-

ral networks with l hidden layersfrom Rp to Rd with maximum width max f w1; : : : ; wl g � n

is denotedR l;n (Rp ! Rd) and we let R l;1 (Rp ! Rd) := lim n!1 R l;n (Rp ! Rd).

Letting R l;n (Rp ! Rd) denote the set of suchReLU neural networks f : Rp ! Rd with

l layers and width at most n, we have:

Proposition 4.3. Let Assumptions 1 and 2 hold. LetQ admit a positive, continuous and

bounded density onX = Rp. Let Tn = R l;n (Rp ! Rd) with l := dlog2(p + 1) e. Then

Assumption 3 holds.

The maps in Proposition 4.3 are not bijections, illustrating the greater 
exibility of

KSD compared to KLD for measure transport. This completes our theoretical discussion,

and our attention now turns to empirical assessment.

4.4 Proof of Theoretical Results

This section contains the proofs for all novel theoretical results stated in Section 4.2.4 and

Section 4.3. In Section 4.4.1 we present the proof of Proposition 4.1; in Section 4.4.2 we
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present the proof of Proposition 4.2; the proof of Theorem 4.2 is contained in Section 4.4.3,

and �nally, the proof of Proposition 4.3 is in Section 4.4.4.

4.4.1 Proof of Proposition 4.1

The argument involved in the proof of Proposition 4.1 requires di�erentiation under an

integral. The measure-theoretic calculus result that we exploit to justify the interchange

of di�erentiation and integration (Lemma 4.2 below) requires the following mathematical

concepts:

De�nition 4.3. Let 
 be a measurable space and let � be a topological space. A function

f : � � 
 ! R is a Carath�eodory function if for each � 2 � the map ! 7! f (�; ! ) is

measurable and for each! 2 
 the map � 7! f (�; ! ) is continuous.

De�nition 4.4. Let 
 be a measurable space equipped with a measure� and let � be

a topological space. A function f : � � 
 ! R is locally uniformly integrably bounded

if for every � 2 � there is a non-negative measurable function h� : 
 ! R such that
R


 h� (! )d� (! ) < 1 , and there exists a neighbourhoodU� of � such that for all # 2 U� we

have jf (#; ! )j � h� (! ).

The following su�cient condition for a function to be locally uniformly integrably

bounded will be used:

Lemma 4.1. In the setting of De�nition 4.4, let � � Rd be an open set and assume

further that, for each ! 2 
 , the function � 7! f (�; ! ) is continuous and that, for each

� 2 � , the integral
R


 jf (�; ! )jd� (! ) < 1 exists. Then f is locally uniformly integrably

bounded.

Proof. Fix � 2 � and ! 2 
. Since f (�; ! ) is continuous in � and � is open, we can �nd

a neighbourhoodU� of � on which f (#; ! ) � f (�; ! ) + 1 for all # 2 U� . Take h� (! ) :=

jf (�; ! )j + 1, recalling that the absolute value of a measurable function is measurable and

sums of measurable functions are measurable. Then
R


 h� (! )d� (! ) =
R


 jf (�; ! )jd� (! ) +

1 < 1 and jf (�; ! )j � h� (! ), as required.

Lemma 4.2 (Di�erentiate under the integral) . Let 
 be a measurable space equipped with

a measure� , let � � Rd be an open set and letf : � � 
 ! R be a Carath�eodory function.

Assume further that f is locally uniformly integrably bounded and that, for eachi and each

! , the function � 7! @� i f (�; ! ) is locally uniformly integrably bounded. Then the function

g : � ! R de�ned by

g(� ) :=
Z



f (�; ! )d� (! )
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is continuously di�erentiable and

r � g(� ) =
Z



r � f (�; ! )d� (! ):

Proof. This standard result can be found, for example, in Aliprantis & Burkinshaw (1998,

Theorem 24.5, p.193), Billingsley (1979, Theorem 16.8, pp.181-182), with the statement

here based on the account in Border (2016).

The proof of Proposition 4.1 can now be presented:

Proof of Proposition 4.1. Using (4.5) and the reparametrisation trick (Glynn, 1986; LEcuyer,

1995; Kingma & Welling, 2013b):

r �

h
DS(P; T �

# Q)2
i

= r � EY;Y 0� T �
# Q

�
up(Y; Y0)

�

= r � EX;X 0� Q

h
up(T � (X ); T � (X 0))

i
(4.13)

From Lemma 4.2, the preconditions of Proposition 4.1 justify the interchange of the deriva-

tive and the expectation in (4.13). Indeed, in the setting of Lemma 4.2 we identify


 = X � X , � = Q � Q and f (�; ! ) = up(T � (x); T � (x0)) where ! = ( x; x 0). That f

is a Carath�eodory function follows from (A1) and (A4) of Proposition 4.1, where we note

that (A4) implies � 7! r � up(T � (x); T � (x0)) is continuous. That f is locally uniformly

integrably bounded follows from assumptions (A2) and (A4) together with Lemma 4.1.

Similarly, that @� i f is locally uniformly integrably bounded follows from assumptions (A3)

and (A4) together with Lemma 4.1. Thus the preconditions of Lemma 4.2 hold.

Interchanging the derivative with the expectation gives that

r �

h
DS(P; T �

# Q)2
i

= EX;X 0� Q

h
r � up(T � (X ); T � (X 0))

i

= E

2

4 1
n(n � 1)

nX

i 6= j

r � up(T � (x i ); T � (x j ))

3

5 ;

as claimed.

Note that we presented stronger conditions in Proposition 4.1 than are required. This

was to control the length of the main text, but it is immediately clear from the proof

of Proposition 4.1 that these conditions can be weakened to those that are required for

Lemma 4.2 to hold.

84



Chapter 4. Measure Transport with Kernel Stein Discrepancy

4.4.2 Proof of Proposition 4.2

First we present an existence result in Proposition 4.4, before considering regularity of

the associated transport map. Recall that in Chapter 4 all measurable spacesX and Y

are equipped with their respective Borel � -algebras � X and � Y . A separable complete

metric space equipped with its Borel� -algebra is called astandard Borel space. A measure

Q 2 P (X ) is said to be continuous if Q(f xg) = 0 for all x 2 X . A map f : X ! Y is

called aBorel isomorphism if f is a bijection and both f and f � 1 are Borel measurable. A

fundamental result that we will exploit is known as the isomorphism theorem for measures:

Theorem 4.3 (Isomorphism Theorem). Let X be a standard Borel space andQ 2 P (X )

be continuous. Then there is a Borel isomorphismf : X ! [0; 1] with f # Q = mj[0;1],

where mj[0;1] is the Lebesgue measure restricted to[0; 1].

Proof. This result can be found as Theorem 17.41 in Kechris (1995).

Proposition 4.4. Suppose thatX and Y are separable complete metric spaces and suppose

that Q 2 P (X ) and P 2 P (Y) are such that Q(f xg) = 0 and P(f yg) = 0 for all x 2 X

and y 2 Y . Then there exists a measurable functionT : X ! Y such that T# Q = P.

Proof. Our assumptions imply that X , Y are standard Borel spaces andQ 2 P (X ),

P 2 P (Y) are continuous. Thus from Theorem 4.3, there exists a Borel isomorphism

f : X ! [0; 1] such that f # Q = mj[0;1] and a Borel isomorphismg : Y ! [0; 1] such that

g# P = mj[0;1]. Then T := g� 1 � f : X ! Y is measurable and satis�esT# Q = P, as

required.

Now we can present the proof of Proposition 4.2.

Proof of Proposition 4.2. Assumption 1 ensures that X is a separable complete metric

space andQ(f xg) = 0 for all x 2 X . Assumption 2 restricts attention to Y = Rd, meaning

that Y is a separable complete metric space, and requiresP to admit a density on Y,

meaning that P(f yg) = 0 for all y 2 Y . Thus the existence of a transport mapT from Q

to P is guaranteed by Proposition 4.4.

It remains to show that, for any such transport map, T 2
Q d

i =1 L 2(Q). To this end,

we have that

kTk2Q d
i =1 L 2 (Q)

=
dX

i =1

kTi k2
L 2 (Q)

=
dX

i =1

Z

X
Ti (x)2 dQ(x)

=
Z

X
kT(x)k2 dQ(x)
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(� )
=

Z

Rd
kxk2 d(T# Q)(x)

=
Z

Rd
kxk2 dP(x) < 1 ;

where a change of variables was used at (� ) and the �nal inequality follows from the

assumption that P 2 P 2(Rd) in Assumption 2.

4.4.3 Proof of Theorem 4.2

Recall that for P; P0 2 P 1(Rd) the (�rst) Wasserstein distanceis de�ned as (Villani, 2009,

Remark 6.5)

W1(P; P0) := sup
f 2F

jEY � P [f (Y )] � EY � P 0[f (Y )]j ; (4.14)

where F :=
�

f : Rd ! R j kf kL � 1
	

and kf kL := supx6= y
jf (x)� f (y)j

kx� yk is the Lipschitz semi-

norm on Rd. Our proof of Theorem 4.2 is based on the following result that relates

convergence inW1 to convergence in KSD:

Proposition 4.5 (Wasserstein Controls KSD). Let k : Rd � Rd ! R be symmetric positive

de�nite with (x; y) 7! k(x; y), (x; y) 7! @x i @yi k(x; y) and (x; y) 7! @x i @x j @yi @yj k(x; y)

continuous and bounded for alli; j 2 f 1; : : : ; dg. Let P 2 P (Rd) admit a density function

p such that r logp is Lipschitz with EX � P [kr logp(X )k2
2] < 1 . Let DS denote the KSD

based onP and k, as de�ned in (4.7). Then a sequence(Qn )n2 N � P (Rd) satis�es

DS(P; Qn ) ! 0 wheneverW1(P; Qn ) ! 0.

Proof. This result is Proposition 9 of Gorham & Mackey (2017).

Recall that X is always assumed to be a Borel space. The following result is also

required:

Lemma 4.3 (L 2 Controls Wasserstein). Let Q 2 P (X ) and let S; T 2
Q d

i =1 L 2(Q). Then

we have the boundW1(S# Q; T# Q) � k S � TkQ d
i =1 L 2 (Q) .

Proof. From the de�nition of the (�rst) Wasserstein distance, we have

W1(S# Q; T# Q) = sup
kf kL � 1

�
�
�
�

Z

X
f (x) dS# Q(x) �

Z

X
f (x) dT# Q(x)

�
�
�
�

= sup
kf kL � 1

�
�
�
�

Z

X
f (S(x)) � f (T(x)) dQ(x)

�
�
�
� :

If kf kL � 1 then jf (a) � f (b)j � k a � bk for all a; b2 Rd, and so

W1(S# Q; T# Q) �
Z

X
kS(x) � T(x)k dQ(x)
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�
� Z

X
kS(x) � T(x)k2 dQ(x)

� 1=2

= kS � TkQ d
i =1 L 2 (Q)

where the second inequality is Jensen's inequality.

Our �nal ingredient is a basic result on the inverse multi-quadric kernel:

Lemma 4.4 (Derivatives of the Inverse Multi-quadric Kernel) . The inverse multi-quadric

kernel in (4.3), k(x; y) = ( c2 + kx � yk2) � , with c > 0 and � 2 (� 1; 0), satis�es

sup
x;y 2 Rd

�
�@� 1

x1
: : : @� d

xd
@� 1

y1
: : : @� d

yd
k(x; y)

�
� < 1

for all multi-indices � = ( � 1; : : : ; � d) 2 Nd
0.

Proof. For � 2 Nd
0 let j� j := � 1 + � � � + � d. Recall that a polynomial

Q
j � j� s c� z� 1

1 : : : z� d
d

is said to havemaximal degrees, where s = j� j is the largest integer for which c� 6= 0 for

some� 2 Nd
0. Let

F :=
�

(x; y) 7! k(x; y)
rm (x � y)

(c2 + kx � yk2)m : rm is a polynomial of maximal degree 2m; m 2 N0

�
:

Then k(x; y) 2 F and F is closed under the action of each of the di�erential operators

@x i @yi , i 2 f 1; : : : ; dg. Indeed, we have from the product rule that

@x i

h
k(x; y) r m (x� y)

(c2+ kx� yk2 )m

i
= 2� (x i � yi )k(x;y )r m (x� y)

(c2+ kx� yk2 )m +1 + k(x;y )@x i r m (x� y)
(c2+ kx� yk2 )m � 2m(x i � yi )k(x;y )r m (x� y)

(c2+ kx� yk2 )m +1

and

@x i @yi

h
k(x; y) r m (x� y)

(c2+ kx� yk2 )m

i
=

h
� 2�k (x;y )r m (x� y)

(c2+ kx� yk2 )m +1 � 4� 2 (x i � yi )2k(x;y )r m (x� y)
(c2+ kx� yk2 )m +2

+ 2� (x i � yi )k(x;y )@y i r m (x� y)
(c2+ kx� yk2 )m +1 + 4(m+1) � (x i � yi )2k(x;y )r m (x� y)

(c2+ kx� yk2 )m +2

i

+
h
� 2� (x i � yi )k(x;y )@x i r m (x� y)

(c2+ kx� yk2 )m +1 + k(x;y )@x i @y i r m (x� y)
(c2+ kx� yk2 )m

+ 2m(x i � yi )k(x;y )@x i r m (x� y)
(c2+ kx� yk2 )m +1

i

+
h

2mk (x;y )r m (x� y)
(c2+ kx� yk2 )m +1 + 4�m (x i � yi )2k(x;y )r m (x� y)

(c2+ kx� yk2 )m +2

� 2m(x i � yi )k(x;y )@y i r m (x� y)
(c2+ kx� yk2 )m +1 + 4m(m+1)( x i � yi )2k(x;y )r m (x� y)

(c2+ kx� yk2 )m +2

i

= k(x; y) r m +2 (x� y)
(c2+ kx� yk2 )m +2 (4.15)

whererm+2 (x � y) has been implicitly de�ned. Since @x i (x i � yi )s = s(x i � yi )s� 1, it follows

that the terms @x i rm (x � y), @yi rm (x � y) and @x i @yi rm (x � y) appearing in (4.15) are

polynomials in x � y of maximal degree 2m. Thus, from (4.15), rm+2 (x � y) is a polynomial

of maximal degree 2(m + 2), showing that the set F is closed under the action of@x i @yi .
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Since the di�erential operator @� 1
x1

: : : @� d
xd

is obtained by repeated application of opera-

tors of the form @x i @yi , and since it is clear that all elements ofF are bounded onRd � Rd,

the claim is established.

Now we can prove Theorem 4.2:

Proof of Theorem 4.2. First note that our preconditions are a superset of those required

for Theorem 4.1. Thus the conclusion of Theorem 4.1 holds; namely, ifDS(P; (Tn )# Q) ! 0

then (Tn )# Q ) P. From (4.12) we have that DS(P; (Tn )# Q) and inf T 2T n DS(P; T# Q)

agree in the n ! 1 limit. Thus it is su�cient to show that inf T 2T n DS(P; T# Q) ! 0 in

the n ! 1 limit.

Second, note that our preconditions are also a superset of those required for Propo-

sition 4.5. Indeed, from Lemma 4.4 the inverse multi-quadric kernel in (4.3) is in�nitely

di�erentiable with derivatives of all orders bounded. Thus it is su�cient to show that

inf T 2T n W1(P; T# Q) ! 0 in the n ! 1 limit.

From Assumptions 1 and 2 and Proposition 4.2, there exists a mapT 2
Q d

i =1 L 2(Q)

with T# Q = P. From Assumption 3, there is a setT such that T 2 T �
Q d

i =1 L 2(Q) and

the set T1 is dense inT . Thus there exists a sequence (Sn )n2 N � T 1 with Sn ! T in
Q d

i =1 L 2(Q).

For each n 2 N, let mn 2 N denote the smallest integerm for which Sn 2 Tm , which

is well-de�ned since Sn 2 T1 = [ i 2 NTi . Let M n := max f m1; : : : ; mn ; ng, so that M n is a

non-decreasing sequence withM n ! 1 in the n ! 1 limit. Note that, since Ti � T j for

all i � j , we haveSn 2 TM n .

Thus from Lemma 4.3 we conclude that

0 � inf
T 2T M n

W1(P; T# Q) � W1(P; (Sn )# Q) � k T � SnkQ d
i =1 L 2 (Q) ! 0 (4.16)

in the n ! 1 limit. Again, since Ti � T j for i � j , the sequencen 7! inf T 2T n W1(P; T# Q)

is non-increasing and, from (4.16), it has a subsequence that converges to 0. It follows

that lim n!1 inf T 2T n W1(P; T# Q) = 0, as required.

4.4.4 Proof of Proposition 4.3

The following, essentially trivial observation regarding Deep ReLU Neural Networks will

be useful:

Proposition 4.6.
Q d

i =1 R l;1 (Rp ! R) � R l;1 (Rp ! Rd).

Proof. For �xed n 2 N, there is a canonical injection from
Q d

i =1 R l;n (Rp ! R) into

R l;nd (Rp ! Rd) that concatenates the d neural networks width-wise, to form a single
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neural network with width nd. Since every element of
Q d

i =1 R l;1 (Rp ! R) belongs to
Q d

i =1 R l;n (Rp ! R) for a su�ciently large n 2 N, the claim is established.

Here we introduce the shorthandL 2(Rp) for L 2(� Rp ) where � Rp is the Lebesgue mea-

sure on Rp. The following result on the approximation properties of deep ReLU neural

networks, which derives from the fact that the set of continuous piecewise linear functions

f : R ! R is dense inL 2(R), will be required.

Proposition 4.7. For every function f 2
Q d

i =1 L 2(Rp) and every � > 0, there exists a

function g 2 R l;1 (Rp ! Rd) such that kf � gkQ d
i =1 L 2 (Rp ) < � , where l = dlog2(p + 1) e.

Proof. For d = 1, this result is a special case of Theorem 2.3 in Aroraet al. (2018), which

derives from the fact that continuous piecewise linear functions are dense inL 2(R).

For general d, we observe that for each componentf i 2 L 2(Rp) we can �nd a function

gi 2 R l;1 (Rp ! R) with kf i � gi kL 2 (Rp ) < �=
p

d. Then, letting g = ( g1; : : : ; gd) : Rp ! Rd,

we have that g 2
Q d

i =1 R l;1 (Rp ! R) and

kf � gkQ d
i =1 L 2 (Rp ) =

vu
u
t

dX

i =1

kf i � gi k2
L 2 (Rp ) <

vu
u
t

dX

i =1

� 2

d
= �:

Finally, we note from Proposition 4.6 that g 2
Q d

i =1 R l;1 (Rp ! R) � R l;1 (Rp ! Rd).

Now we present the proof of Proposition 4.3:

Proof of Proposition 4.3. From Assumptions 1 and 2 and Proposition 4.2 there existsT 2
Q d

i =1 L 2(Q) such that T# Q = P. Let T =
Q d

i =1 L 2(Q), so that T 2 T is satis�ed.

From the statement of Proposition 4.3 we haveTn := R l;n (Rp ! Rd) with l = dlog2(p+

1)e. From De�nition 4.2 it is therefore clear that Tn � T m whenever n � m and that

T1 = R l;1 (Rp ! Rd).

Thus all parts of Assumption 3 have been veri�ed except the part that requiresT1 to

be dense inT ; i.e. that the set R l;1 (Rp ! Rd) is dense in the Hilbert space
Q d

i =1 L 2(Q).

To establish this last part, we will make use of Proposition 4.7:

Let T 2
Q d

i =1 L 2(Q) and � > 0. From the de�nition of L 2(Q), there exists c � 0 such

that, for each of the coordinatesi 2 f 1; : : : ; dg,

Z

Rp n[� c;c]p
Ti (x)2 dQ(x) <

�
4d

:

Let

f i (x) :=

8
<

:
Ti (x); x 2 [� c; c]p;

0; x 2 Rp n [� c; c]p:
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Our assumption that Q admits a positive and continuous density q on Rp ensures that

f 2
Q d

i =1 L 2(Rp), since

kf k2Q d
i =1 L 2 (Rp )

=
dX

i =1

Z

[� c;c]p
Ti (x)2dx =

dX

i =1

Z

[� c;c]p

Ti (x)2

q(x)
dQ(x) (4.17)

�

"

sup
x2 [� c;c]d

1
q(x)

#
dX

i =1

Z

[� c;c]p
Ti (x)2dQ(x)

�

"

sup
x2 [� c;c]p

1
q(x)

#
dX

i =1

kTi k2
L 2 (Q)

=

"

sup
x2 [� c;c]p

1
q(x)

#

kTk2Q d
i =1 L 2 (Q)

; (4.18)

where the supremum in (4.18) is �nite, since q� 1 is well-de�ned and continuous on the

compact set [� c; c]p. Let also qmax := supx2 Rp q(x), which is well-de�ned since we assumed

q to be continuous and bounded onRp. Then, since f 2
Q d

i =1 L 2(Rp), we may evoke

Proposition 4.7 to �nd a function g 2 R l;1 (Rp ! Rd) such that kf � gk2Q d
i =1 L 2 (Rp )

<

�=(4qmax ). It remains to check that g approximates T in
Q d

i =1 L 2(Q). To this end, we can

use the triangle inequality in
Q d

i =1 L 2(Q) and the fact that ( a + b)2 � 2(a2 + b2) to see

that

kT � gk2Q d
i =1 L 2 (Q)

� 2kT � f k2Q d
i =1 L 2 (Q)

+ 2kf � gk2Q d
i =1 L 2 (Q)

= 2
dX

i =1

Z

Rp n[� c;c]p
Ti (x)2dQ(x) + 2

dX

i =1

Z
(f i (x) � gi (x))2q(x)dx

� 2
dX

i =1

Z

Rp n[� c;c]p
Ti (x)2dQ(x) + 2 qmax

dX

i =1

Z
(f i (x) � gi (x))2dx <

�
2

+
�
2

= �:

Since � > 0 was arbitrary, this argument shows that the set R l;1 (Rp ! Rd) is dense in
Q d

i =1 L 2(Q), as required.

4.5 Empirical Assessment

The purpose of this section is to investigate whether KSD is competitive with KLD for

measure transport. Section 4.5.1 compares both approaches using a variety of transport

maps and a synthetic test-bed. Then, in Sections 4.5.2 and 4.5.3 we consider more realistic

posterior approximation problems arising from, respectively, a biochemical oxygen model

and a parametric di�erential equation model.

In all experiments we used the kernel (4.3) with c = 1, ` = 0 :1, � = � 1=2 (other
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Figure 4.1: Measure transport with KSD, versus KLD and HMC. The top row reports results for
approximation of a sinusoidal density using an inverse autoregressive 
ow, while the bottom row
reports analogous results for a multimodal density and a neural autoregressive 
ow. The �rst three
columns display convergence of the KSD-based method as the number of iterations of stochastic
optimisation is increased. The remaining columns compare the output of the KLD-based method
and HMC for an identical computational budget.

choices were investigated in Section B.3.4), the stochastic optimiser Adam with batch

size n = 100 and learning rate 0:001 (other choices were investigated in Section B.3.1),

and the reference distribution Q was taken to be a standard Gaussian onRp (other

choices were considered in Section B.3.3). Our performance measure is an estimate of

the Wasserstein-1 distance between the target and approximate distributions. To esti-

mate the Wasserstein-1 distance between the target distribution and approximations we

computed the Earth Mover's Distance (EMD) between two uniformly weighted empirical

measures, each formed from 104 samples from their respective distributions and with the

Euclidean distance between the samples used to construct the cost matrix. The EMD

was computed using an implementation in the Python Optimal Transport (POT) package

(Flamary & Courty, 2017). For the target distribution, independent samples were used in

the synthetic test bed in Section 4.5.1 and thinned samples from a long HMC chain were

used for the real examples in Sections 4.5.2 and 4.5.3. For the approximate distribution,

independent samples fromT �
# Q were used. Code to reproduce these results is available

at https://github.com/MatthewAlexanderFisher/MTKSD .

4.5.1 Synthetic Test-Bed

First we consider a set of synthetic examples that have previously been used to moti-

vate measure transport as an alternative to MCMC. To assess the proposed methods, we
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